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Executive Summary

Heterogeneous Knowledge Store (HKS) is a central component with the TAO toolset,
taking care of a wide variety of data management needs of the other components. The
first version of the HKS has been delivered with D4.2 (M24) as planned. While the
HKS met the requirements of the project at this stage, several directions for further
development and improvements have been identified within the consortium, among
which, more comprehensive support for full-text search (FTS), as well as further
scalability and performance improvements.

The scalability improvements have been provoked by two reasons:

e Finer-grained metadata produced by the WP3 tools, in the course of the
analysis of the legacy programs. The semantic annotations produced during
this process exceed the estimates made in the beginning of the project. For
example, as detailed in Section 3.2 of D6.3 Case study prototype (M30) our
latest experiments have resulted into response times of over one minute
whereas the desired performance levels are up to 1-2 seconds or less;

e Whilst at the beginning of the TAO project we initially identified distribution
as a mechanism for improving data scalability, subsequent analysis and
development of the HKS, and emergent advances in hardware have weakened
the argument for using distribution over other optimisations for single
knowledge stores. This is particularly pertinent given the actual data
management requirements within TAO, and the current state of affairs of the
server hardware (e.g. cost of high-speed low-latency interconnect vs. multi-
core servers with increased amount of RAM and storage). Thus achieving
maximum performance within a single store appeared to be the better solution
from the point of view of typical enterprise, as this lowers the purchasing price
of the necessary hardware as well as the total cost of ownership of such data
repository.

Taking into account the importance of HKS for the project and the requirements for
its further development, delivering a second version of the store component,
incorporating the corresponding improvements appears important in the last phase of
the project. Having a separate deliverable (D4.2.2) dedicated to such an enhanced
version, also provides a proper way to deliver all sorts of improvements implemented
in HKS during the last year of the project. Finally, releasing a second, more mature,
efficient, and scalable version improves the exploitation potential for the overall TAO
toolset.
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1 Introduction

Some of the most scalable results presented today employ distributed, federated, or
clustered repositories (e.g. those of AllegroGraph, YARS, and Virtuoso). While this is
an obvious approach for achieving better scalability, a repository implemented under
such schema is faced with several well known distribution issues researched in the
database community over the last couple of decades. In summary, there is still not
reasonably expensive approach for distribution of a database (the data and the indices)
across several machines without very serious penalties in terms of query performance.

As most of the reasoning tasks can either be seen as or be reduced to query answering,
the same principle hurdles shall be addresses in a distributed semantic repository.
There is also research in distributed reasoning in the KR community, most of it based
on partitioning of ontologies or more generally knowledge bases.

1.1 Relevance to TAO

An important outcome of TAO is the semantic-based access to heterogeneous
knowledge, structured data and metadata that are associated with the legacy
application or are result of the transitioning process. The Heterogeneous Knowledge
Store (HKS) developed in WP4 is responsible for providing storage and retrieval of
diverse types of data into a common semantic repository and for providing query
functionality over that repository. The scalability improvements have been provoked

by:

e Finer-grained metadata produced by the WP3 tools, in the course of the
analysis of the legacy programs. The semantic annotations produced during
this process exceed the estimates made in the beginning of the project. For
instance, the GATE case study has now demonstrated clearly the need for
further improvements in the efficiency of the heterogeneous knowledge store
with respect to query and reasoning with the millions of triplesets generated by
the prototype. For example, as detailed in Section 3.2 of D6.3 Case study
prototype, our latest experiments have resulted into response times of over one
minute whereas the desired performance levels are up to 1-2 seconds or less;

e Whilst at the beginning of the TAO project we initially identified distribution
as a mechanism for improving data scalability, subsequent analysis and
development of the HKS, and emergent advances in hardware have weakened
the argument for using distribution over other optimisations for single
knowledge stores. This is particularly pertinent given the actual data
management requirements within TAO, and the current state of affairs of the
server hardware (e.g. cost of high-speed low-latency interconnect vs. multi-
core servers with increased amount of RAM and storage). Thus achieving
maximum performance within a single store appeared to be the better solution
from the point of view of typical enterprise, as this lowers the purchasing price
of the necessary hardware as well as the total cost of ownership of such data
repository.

1.1.1 Relevance to project objectives
Taking into account the importance of HKS for the project and the requirements for
its further development, delivering a second version of the store component,
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incorporating the corresponding improvements appears important in the last phase of
the project. Having a separate deliverable (D4.2.2) dedicated to such an enhanced
version, also provides a proper way to deliver all sorts of improvements implemented
in HKS during the last year of the project. Finally, releasing a second, more mature,
efficient, and scalable version improves the exploitation potential for the overall TAO
toolset.

1.1.2 Relation to other workpackages

HKS provides storage of all types of data that is used as input to and output of all
TAO components. The requirements for scalability and efficiency improvements
came from the two use cases of TAO.

Generally, the HKS is used as a storage for the following data:
e Domain and application ontologies generated by WP2 tools;

e WP3 augmentation artefacts — semantic annotations, textual content,
knowledge base instances;

e WP5 stores inputs and outputs of the transitioning process, and interacts with
the HKS throughout that process, storing and retrieving intermediate results
produced by the other tools.

e Use case data and semantic annotations — from WP6 and WP7
1.2 Deliverable Outline

This deliverable is structured as a factsheet, presented in section 2 and a short
conclusion and directions for future developments, presented in section 3.
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2 Heterogeneous Storage Extensions — Factsheet

The improvements to the Heterogeneous Knowledge Store (HKS) described in this
report, are focused on possible usage of multi-threading to boost the reasoning
performance and the storage efficiency of the semantic repository. As described in
D4.2, HKS uses TRREE as a semantic repository, based on which higher-level
services enable storage of heterogeneous content in that repository.

Here we will describe how multi-threading has been implemented in SwiftTRREE,
the freely available version of the TRREE engine. Similar implementation for
BigTRREE is under development, based on the results and experience gained with the
SwiftTRREE implementation. While BIgTRREE has been used in HKS
implementation used by TAO use case partners, te SwiftTRREE version is the one
that can be freely used outside of the project scope. Thus, the improvements made
will be available to future users.

Some of the most scalable results presented today employ distributed, federated, or
clustered repositories (e.g. those of AllegroGraph, YARS, and Virtuoso). While this is
an obvious approach for achieving better scalability, a repository implemented under
such schema is faced with several well known distribution issues researched in the
database community over the last couple of decades. In summary, there is still not
reasonably expensive approach for distribution of a database (the data and the indices)
across several machines without very serious penalties in terms of query performance.

As most of the reasoning tasks can either be seen as or be reduced to query answering,
the same principle hurdles shall be addresses in a distributed semantic repository.
There is also research in distributed reasoning in the KR community, most of it based
on partitioning of ontologies or more generally knowledge bases.

The complexity of incomplete reasoning against some light-weight DL ontologies and
datasets can grow in linear dependency on the size of the dataset. The loading speed
decreases in sub-logarithmic fashion. The query evaluation times grow fast, but
QTPR grows linearly, i.e. the major reason for the lower query times are the growing
result sets;

It is important to note that the query times are far from the constant behavior expected
by a RDBMS. The explanations are different for the different reasoning strategies. In
the case of SwiftOWLIM, the queries are slowed down by the partial backward-
chaining performed at query/retrieval-time.

2.1 Multi-threaded Inference Organization
This version of TRREE engine features new thread-safe techniques for managing the

internal storage data structures that allow for using several “worker” threads to do
inference in parallel® (as illustrated on Figure 1).

! The multi-threading as described here, is not supported when the “transitive’ optimization is
switched on. This is due to the complexity involved for its processing.
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Figure 1: Multi-threading organization

The number of worker threads is controlled via the num.worker.threads=n system
property. It can be set using ‘~D’ JVM startup option, so it cannot be set specific to an
individual repository. Each of the allocated threads collect several explicit statements
as a ‘job’ and then start processing them to compute the “inferred closure” of the
current state of the repository when these new statements get added to it. The number
of collected statements is controlled via the jobsize SAIL configuration parameter (by
default it is 1000). When transaction is committed, it waits until all worker threads
finish their job units.

In this implementation the Inferencer threads are synchronized for read/write
operations in the Index to ensure data integrity. This organization, on the other hand,
is only efficient for cases when the data stored requires complex inferencing as part of
the forward-chaining and materialization performed by TRREE. Otherwise the
parallel inference threads will spend significant time waiting for the Index to become
available. Such complex inference will occur for datasets that use complex semantic
primitives, as well as for big and tightly coupled datasets.

There are other threads running simultaneously apart from the main application thread
and the worker threads mentioned above. If the persistence is not switched OFF, then
a persistence thread is running in parallel; it scans for newly added explicit triples and
serializes them in this persist file. It sleeps for about 5 seconds and then checks if
there are new explicit triples in the repository, in which case it serializes them and
sleeps again. There is additional thread that is spawned during the parsing of an
RDF/XML file by the Sesame’s RIO RDF/XML parser, which also shall also be
considered while deciding how much worker threads to allocate only for inference.
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3 Evalauation on Multi-threading

In order to evaluate the impact of multi-threaded inference, we have performed
several experiments and measured storage (together with inference) speed over three
different datasets.

3.1.1 Lehigh University Benchmark Dataset

The Lehigh University evaluation, [8], is one of the most comprehensive benchmark
experiments recently published. The benchmark was made with a relatively simple
ontology of the university organizational structure and with synthetically generated
datasets — for each university, a number of departments and employees with their
descriptions and the relations holding between them are generated. The performance
of the various systems is measured in the course of an incremental increase in the
number of the universities (from 1 to 50). The smallest set is 8MB and the largest (for
50 universities) is 583MB, described in 1000 OWL files, with a total of about 7
million statements.

The LUBM benchmark consist of sample ontologies (and data), Java benchmark
programs and “adapter” interfaces, which make possible its easy adoption for
different repositories. An “adapter” of OWLIM (as interface to TRREE) for LUBM is
used in our experiments.

3.1.2 WordNet Dataset

WordNet, http://wordnet.princeton.edu/, is the most popular lexical knowledge base,
developed in the University of Princeton. It encodes the meanings of more than 100
000 English words. The meanings of the words are defined by word-senses, which
relate a word to a lexical concept. Lexical concepts are called synsets, i.e. synonym
sets. Numerous lexical semantic relations are formally modelled:

e Hyponymy (subsumption from a more-general term)

e Antonymy (negation, a term with the opposite meaning)

Standard RDF/OWL  representation of  Wordnet is  available at
http://www.w3.0rg/TR/wordnet-rdf/. It contains about 1.9 million explicit statements
(the Full variant), expressed in a fragment of OWL Lite. Total materialization on top
of it derives another 6.3 million implicit statements.

3.1.3 LDSR Dataset

Linked data is a set of principles for publishing of RDF data on the web defined in
[9]. The LDSR-3M dataset, described in more details in [7], is a limited subset
(consisting of 3 million statements) of the Linking Open Data (LOD) that is:

1. large enough to allow acquiring of meaningful feedback on the scalability of
the implementations. The larger the dataset, the better, but we needed a dataset
larger than 100 mill. statements, because most of the semantic repositories can
manage smaller datasets in the main memory of a modern server

2. based on real-world data, which expose natural connectivity patterns and
graph structures



D4.2.2 Heterogeneous Knowledge Store Extensions

3. a predictable dataset for which humans can make assumptions, based on
common knowledge and common sense, regarding the results of the ranking
and selection components

4. easy to attach semantics to the data, so that further experiments with reasoning
can be performed

5. integrating data from different data-sources, if possible, so that the graph
structure is diverse.
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Figure 2: Map of the datasets in Linking Open Data cloud
(from http://esw.w3.org/topic/Sweol G/TaskForces/CommunityProjects/LinkingOpenData)

The full collection of the LOD datasets (presented on figure 2) was not suitable for
the task, because some of the datasets were inappropriate for our purpose. For
instance, the YAGO fragment of DBPedia, due to the natural limitations of the
accuracy of the extraction techniques used for its generation, contains plenty of faulty
classifications of Wikipedia articles. Such inaccuracies are relatively small in number
and probably are not a serious problem for humans exploring DBPedia. However,
they can lead to significant inconsistencies for any type of reasoning. While reasoning
with inconsistency is an interesting subject in principle, it brings a complexity, the
nature of which is unrelated to the selection and ranking techniques we need to
benchmark here. Consequently, we defined Linked Data Semantic Repository
(LDSR), as “reasonable view” to the LOD data, namely, a selection of the LOD
dataset which meets our requirements.

10
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3.1.4 Results

Figure 3 shows the impact of the new multi-threaded implementation in two setups:
4cOptl2g (a typical server system with 4 cores) and Piv0.9g (a desktop machine,
equipped with single Intel CPU with hyper-threading enabled). On both systems — the
top performance was observed when the number of worker threads (-
Dnum.worker.threads=xx JVM startup option) was set to the number of cores
available — 4 on 4cOptl2g and 2 for the Piv0.9g. Adding more worker threads
actually slows down the loading as it is shown from the runs with 5 worker threads on
4cOptl2g and with 3 on Piv0.9g. To summarize, multi-threading as the following
impact on the performance of the default configuration of SwiftOWLIM, when
loading LUBM(50,0):

e 34% speed up on a 2xDual-core Opteron server (4cOptl12g);

e 24% speed up on a Pentium 4 with HyperThreading (Piv0.99);

344
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13 107 105 1140
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Figure 3: Multi-threading results on LUBM

The following table presents evaluation results with respect to the number of threads
used, the dataset and the reasoning complexity. These results are obtained on the
following machines:

e Serverl-2xlintel 940 @ 2.93GHz CPUs, 3x750G HDD, 12G RAM

e Server 2-2x Intel Xeon E5420 @ 2.50GHz CPUs, 850G HDD, 64G RAM

e Desktop PC - Intel Core Duo E8500 @ 3.16GHz CPU, 684G HDD, 8G

RAM
Table 1: Multi-threading Experimental Results
Reasoning
Threads | Time[s] | Box JVM Dataset | Complexity
1 216 Server 1 x86 64"1.6.0 06" | Wordnet | owl-max
2 156 Server 1 x86 64"1.6.0 06" | Wordnet |owl-max
3 142 Server 1 x86_64"1.6.0_06" | Wordnet |owl-max

11
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4 142 Server 1 x86_64"1.6.0_06" | Wordnet | owl-max
5 149 Server 1 x86_64"1.6.0 06" | Wordnet | owl-max
1 153 Desktop PC 1686"1.6.0_07” LUBM owl-horst
2 136 Desktop PC 1686"1.6.0_07” LUBM owl-horst
3 129 Desktop PC 1686"1.6.0_07” LUBM owl-horst
4 131 Desktop PC 1686"1.6.0_07” LUBM owl-horst
5 131 Desktop PC 1686"1.6.0_07" LUBM owl-horst
1 121 Server 1 x86_64"1.6.0 06" | LUBM owl-horst
2 106 Server 1 x86_64"1.6.0_06" | LUBM owl-horst
3 94 Server 1 x86_64"1.6.0 06" | LUBM owl-horst
4 98 Server 1 x86_64"1.6.0_06" | LUBM owl-horst
1 192 Server 2 x86_64"1.6.0 06" | LUBM owl-horst
2 163 Server 2 x86_64"1.6.0_06" | LUBM owl-horst
3 165 Server 2 x86_64"1.6.0_06" | LUBM owl-horst
4 196 Server 2 x86_64"1.6.0 06" | LUBM owl-horst
1 2860 Server 1 x86_64"1.6.0_06" | LDSR3M |owl-max
2 1642 Server 1 x86_64"1.6.0 06" | LDSR3M |owl-max
3 1205 Server 1 x86_64"1.6.0_06" | LDSR3M |owl-max
4 958 Server 1 x86_64"1.6.0_06" | LDSR3M |owl-max
5 800 Server 1 x86_64"1.6.0 06" | LDSR3M |owl-max
6 695 Server 1 x86_64"1.6.0_06" | LDSR3M |owl-max
7 630 Server 1 x86_64"1.6.0 06" | LDSR3M |owl-max
8 631 Server 1 x86_64"1.6.0_06" | LDSR3M | owl-max

The multi-threading benefits can be summarized as shown in the following table.

Table 2: Multi-threading Benefits

Dataset Inference Graph complexity | Multi-threading
compexity benefit

LUBM 10 S) 23%

WordNet 20 20 52%

LDSR-3M 30 40 454%

The results presented in this table clearly show that efficiency is greatly improved for
the more complex datasets — WordNet and LDSR-3M. This is due to the fact that
eventhough the LUBM dataset is a big one, its graph is losely-coupled and
fragmented. In that case TRREE rules work only on the relevant part of the graph
during materialization, so the reasoning time is almost linear with regards to the size
of the dataset.

12
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4 Conclusion and Future Work

This deliverable presented extensions of the Heterogeneous Knowledge Store towards
usage of multi-threading to increase efficiency. The performed evaluation shows that
on a regular desktop machine with 4 cores, the achieved improvement is between 23
and 450%, depending on the reasoning complexity and the graph structure.

These results prove our initial expectations that significant boost in efficiency of
semantic repositories can be achieved through multi-threaded reasoning on a single
machine. We will continue to further explore multi-threading possibilities for both
implementation of the TRREE component — Swift and BIG. While this report
provided a summary of the implementation and improvements of multi-threading for
SwiftTRREE, such implementation for BigTRREE is still work in progress due to
some specifics in the BigTRREE design and implementation.

13
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