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Executive Summary

This deliverable is concerned with developing a new set of digmito address the
problem of cross-media content augmentation. These algorithms »xgpiibite the
redundancy of information from multiple sources and media, e.g., the ohrae
software component appears in the software documentation, Javadoc afdthe
UML diagrams, screen shots and video tutorials. The successful icktidr of a
concept in one of the sources enables its recognition in all other sources.

In addition of using KCIT (cf. D3.1) to process texts and imageshave applied
Automatic speech recognition (ASR) methods to audios and videos prior to
Information Extraction. ASR is defined as the translation of doeistic information

of a speech utterance into a sequence of words by a computerofSitad¢-art ASR
systems use statistical models of spoken language. One componesedttiestical
models is the language model, which describes a probabilitybdistm over all
possible word sequences.

Recent research has shown that the estimation of domain or topiftesjaguage
models can be enhanced using text collected from the internet. bhethvisrable we
explore how such cross-media approach can be leveraged for the epuwfpos
unsupervised language model adaptation within a large vocabulary aatspesch
recognition system. First pass ASR transcriptions are usedfdomi a web data
collection procedure. The collected data is then used to produce chdapgeiage
models used in a subsequent ASR pass. This adaptation procedure yields nota
word error rate improvements for a large vocabulary transcrigiek, based on
video lectures from the GATE case study.

The deliverable also presents the customization of the Annotatiocf.UD3.4.1) to

support the user in annotating multimedia contents. Annotation Ul isaheend of

the semantic annotation tool developed for TAO use cases. It allenwent user to
validate the semantic annotations and the knowledge instances acatisnateated
by the CA Manager in the TAO Suite process (cf. D5.2, [MAR 08]).

In the course of this deliverable, we first introduce the scopgheoWork it presents
and briefly discuss how it is relevant for achieving TAO obyestj and how it relates
to work carried out in other work packages.

Then we provide an update on the work made on the Key Concept Idéotifiaol
(KCIT) from D3.1 as it contributes to cross-media content augmentay analysing
texts and images to extract new knowledge or new semantic annotations.

Next we present the ASR method used to transform audios and videestual
content, consolidated by the Internet sources while the followirtgpseanvestigates
how these transcripts can be used to generate augmented content.

We also discuss how the Annotation Ul will allow the end-useraaually control
the output of the cross-media content augmentation tool.

Then the report concludes with a summary of its results andtidivedor future
work.
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1 Introduction

This deliverable is concerned with developing a new set of digmito address the
problem of cross-media content augmentation. These algorithms »xgpiibite the
redundancy of information from multiple sources and media, e.g., the ohae
software component appears in the software documentation, Javadoc aafdthe
UML diagrams, screen shots and video tutorials. The successful icktidr of a
concept in one of the sources enables its recognition in all other sources.

The KCIT tool from D3.1 has been improved according to the case studies
requirements; especially those of Gate case study (cf. D6.2)onénthose
improvements, the configurability of the tool now takes into accourgpgeificities

of the legacy artefacts. A new parameter for computing heurides has also been
added in order to filter the extracted information for better precision.

In addition of using KCIT (cf. D3.1) to process texts and imageshave applied

ASR methods to audios and videos prior to Information Extraction. Auioszech

recognition (ASR) is defined as the translation of the acoudbecmation of a speech
utterance into a sequence of words by a computer. State-ofttA&Rrsystems use
statistical models of spoken language. One component of theseacsilatisidels is

the language model, which describes a probability distributionaillvpossible word

sequences.

Recent research has shown that the estimation of domain or topiftesjaguage
models can be enhanced using text collected from the internet. bhethvisrable we
explore how such cross-media approach can be leveraged for the epuwfpos
unsupervised language model adaptation within a large vocabulary aatspesch
recognition system. First pass ASR transcriptions are usedfdomi a web data
collection procedure. The collected data is then used to produce cadapgeiage
models used in a subsequent ASR pass. This adaptation procedure yields nota
word error rate improvements for a large vocabulary transcrigtiek, based on
video lectures from the GATE case study.

The deliverable presents the first results obtained in proces®ngSR transcripts
using KCIT. A high precision regarding the automatically 'm@&aannotations was
obtained. But because of the high word error rate of the ASR protes recall

remained low, e.g. half of the annotations were generated. In tlegtitcesessential
to perform a human validation of these annotations and offer the human antietat
possibility to create new annotations about the multimedia artefad their

transcripts.

This is done through the customization of the Annotation Ul (cf. D3.4.1, [MA&)
to support the user in annotating cross-media contents. AnnotatioriHgl fiont-end
of the semantic annotation tool developed for TAO use cases. It dhevend user to
validate the semantic annotations and the knowledge instances acatisnateated
by the CA Manager in the TAO Suite process (cf. D5.2, [MAR 0B))deal with the
cross-media content, it displays both the multimedia artefact@A®R transcript to
the human annotator.

The results are in the process of being refined and integrated within the dieO S
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1.1 Relevance to TAO

In this section we discuss how the work on Cross-media Content éxgton is
relevant for accomplishing the project objectives and how it &e@lto work carried
out in other work packages.

1.1.1 Relevance to project objectives

According to the TAO description of work, a set of Cross-media éhbnt
Augmentation tools will be developed as part of WP3. These todlgpnevide the
means to automatically create semantic annotations on multirmedient by using
those detected in textual sources.

While D3.1 [BDA+07] focused on identifying key concepts document per datdume
basis, mostly textual, the D3.2 looks at how we can exploit the redundaribg
extractions results from a set of documents of different tftegtual and multimedia)
to annotate heterogeneous contents. As a result, these tooke wiled by the CA
Manager from the TAO Suite to launch the automatic annotationgwo€he results
produced will be stored in the HKS from the WP4.

In addition to the previously set goals for the Cross-media Conteginéntation
tools, in the course of work on the Content Augmentation task of WP 3¢airiae
apparent that end-users would need user interfaces for verificatrediting of
content augmentation results. These requirements were takencodaona in the
design and specification of the User tools (cf. D3.4.1), and a Wderfdce is
dedicated in the Annotation Ul tool to provide support for verification artthgdf

semantic annotations from multimedia contents.

The Cross-media Content Augmentation tools will contribute to one othilee
major project objectives, namely the second one: “Semantic Aughoentaf
Heterogeneous Content” (DOW, p.18). Their contribution will be in twections —
automatically enriching multimedia contents and providing interfdoesvisual
verification of augmented content.

1.1.2 Relation to other work packages

The Cross-media Content Augmentation methods and tools discussed rieptis
are related to work carried out in different TAO work packages. Apart iixging part
of the Content Augmentation solution developed in WP3, they are alsedrétathe
TAO Suite in WP5, and more precisely to the CA Manager thitocail them,
consolidate their results and store them in the HKS from WP4. 3iteeglso related
to the GATE case study of WP6.

As planned in the Description of Work of TAO, the Cross-media Content
Augmentation tools will be tightly coupled to the CA Manager Seraiug they will
provide the front-end Ul for validating the annotated content. Thus, the-Qexlia
Content Augmentation tools, together with the CA Manager Servick the
Annotation Ul will provide a complete solution for semantic annotatiom tes¢ual
and multimedia content, within and outside of the TAO project.

These tools will be used in the context of the GATE case st(di€6) for the
purposes of annotating and enriching multimedia contents (espeaiadips and
videos). These types of contents are particularly important foG#te case study as
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they need to transition and annotate their videos tutorials thanks@o MAreover,
the functionality for annotation editing will serve as firstteznal testers of the
developed cross-media content augmentation tools and will thus providdlealua
feedback. Customizations towards specific needs of any of tkeestadies are also
possible (such as image annotation, e.g. UML diagrams in Gate Case Study).

1.2 Deliverable Outline

This report is structured as follows:
Section 1 introduces the report scope and discusses its relevantee f
project;
Section 2 gives an overview of the improvements made on the KClTotool
text processing;
Section 3 provides detailed information the ASR method used to transform
audios and videos in textual content;
Section 4 discusses the processing of these videos transcripthi¢évea
content augmentation;
Section 5 presents the Annotation User Interface from the pointeof of
annotating the multimedia contents;
Section 6 concludes the report and summarizes the work to bedcautién
the final months of the project.
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2 KCIT Improvements

Key Concept Identification Tool (KCIT) is capable of attachimgtology-aware
annotations to any type of textual content, including softwaréaat$e First version

of this tool was developed in WP3 and described in the deliverable BBAH)7]

as a generic language processing tool, aimed at procesggjalqrtext. In order to
process the legacy content consisting of software artefacke iGATE case study,
KCIT was customised as described in the deliverable D6.2 [DBT+@&to@hisation
enabled support for processing unusual documents, many of which usually do not
have full sentences, proper punctuation, or capitalisation. Among other
improvements, the customisation included the configurability of the tati w
parameter settings, specific to software artefacts,cemfiguring which parts of the
ontology are used for content augmentation.

In addition to several parameters described in the deliveragh2[DBT+08], for the
purpose of the improvement of the quality of the annotations produck& dyfor
the GATE case study, a new parameter naoctessiderHeuristicRules introduced.
This parameter enables better results of content augmentatiothdoiGATE
documentation, based on the rules that are derived from the naming convesédns
in the GATE documentation and consequently, GATE domain ontology. As GATE
the software for processing text, it includes mBngcessing Resources (PR#)ich
are built for analysing text in different languages. Hencenynad these PRs have
names which end withf6r [name of the languagg] for examplePOS Tagger for
Spanish.

With the way the KCIT is working as explained in the deliverabl@sl [BDA+07]
and D6.2 [DBT+08], only the text that would appear in the documentati®tO&s
Tagger for Spanistor POS Taggers for Spanishould be annotated. However,
GATE users often generalize names and useF@& Taggerpr evenTaggerwhen
referring to even specific types of Taggers. Similarly, wheferring to théSentence
Splitterfor example, users would often use j8glitter.Based on the way the PRs are
usually named and the behaviour of the GATE users (i.e. the waydfex to the
names of PRs), a new rule is introduced as follows. If the naorgain stop words
(such asfor), the text before the stop word would be added to the gazetteer;
additionally, if that text contains more than one word, the firstdwwould be
removed and the rest would be added to the gazetteer, and so erafmple, if the
POS Tagger for Spanishould be the value fordfs:label property of the ontology
resource, when analysed by KCIbr would be considered a stop word. Hence,
heuristically derived terms would BOS TaggeandTagger,which would be added
to the gazetteer list to enable annotating the text thatng tisese 'shortcuts' to the
longer names.

The introduction of the heuristic rules is meant to improve the prafemsnotating
the text (e.g. GATE documentation) which contains generic (shoréenes, while
not degrading the quality of the produced annotations over the text cogtlinger
(full) names of ontology resources. Consider the user who is intereRR€5MTagger
for Spanishput in the post to the GATE mailing list asks abouiaggerfor Spanish.
If the parameteconsiderHeuristicRules enabled, th&@aggerwould be annotated so
that it refers to the available appearanceg agger,such asPOS Taggerpr POS
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Tagger for Spanishalthough the user is mentioning the short version in the text,
namelyTagger.
On the other side, if the user asks specifically forR Tagger for Spanisthree
annotations would be created by KCIT, each of which referring tsahee ontology
resource (e.g. an instance with laB&S Tagger for Spanishnnotations would be
created over the following extractions:

POS Tagger for Spanish,

POS Tagger,

Tagger.

As there is no need for three annotations that refer to the same ontologyeetwmyc
need to be filtered. The first extraction is the most speaife, while the last one is
the most generic. In order to distinguish their specificityjmmduced a new feature
namedheuristic level which is attached to the annotation together with the other ones
(e.g., the URI of the ontology resource that the text is rafgno, the type of that
resource which is either a class, an instance, a propertypraparty value, etc.). In

the forementioned example, the POS Tagger for Spanish would be giVesutisgic

level 0, POS Tagger 1 and Tagger 2. At runtime, annotations aredildy KCIT, so

that those with lower heuristic level are preferred.

After being able to process textual legacy content, the Contampiné@ntation Tools
must also be capable of dealing with multimedia contents. The appaesen
consists of performing cross-media content processing. This meansalise the
multimedia artefacts along with related textual contents xapéai@ed in the next
section.
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3 A Cross-Media Approach to Video and Audio Content lPocessing

3.1 Introduction

Research in Automatic Speech Recognition (ASR) has examinedrdabé&em of
transcribing unrestricted audio from broadcast news sourcesnoy years
Recently researchers have begun looking at the use of ASR technimog
transcribing lecture data [GHHWO04, PHGO05]. With both types of dp@erpora,
transcription is not the end result, but rather a means to procetstdhferther for the
purposes of indexing and retrieval [RAKROO, MKLOO] and topic segmentati
[MPBGO7].

The main hurdle in performing ASR on video/audio content is that it euir
significant expertise and experience with customising the Bp@eognition engine.
Simply running a general purpose ASR engine on audio/video content resalisa
high word error rate, i.e., too many mistakes in the resultimgdrgotions, hence the
need for special tailoring and customisation of the tools. One promisingpwdaythis

is to use information from other media, i.e., text harvested frorwéiiieto provide a
corpus for training a new, application-specific ASR model. Thivelelble describes
the approach, gold-standard data and evaluation results achieved.

Recent automatic speech recognition (ASR) systems are basttistical models of
spoken language. One component of these statistical models isgouada model,
which describes a probability distribution over all possible word semse Using
such models, say, the posterior probabilities of many candidate word sequereces a
estimated. The maximum a-posteriori (MAP) decision rule pécély deployed to
output the transcribed word sequence. The MAP decision rule is s@gres
Equation 1.1, where Bayes' theorem has been used to rearrange the right hand side.

R(O) — argmaxp(W Y0, 0)

Wi

—argmax p(O|WN, D) p(W N |0)
Wit (1.1)

Equation 1.1 highlights two aspects of spoken language modelling.addnestic
model provides the likelihoogh(O | W", ), of the acoustic dat&), given a specific
word sequence, W. The prior probability of a specific word sequens@\i" | ), is

given by the language model.

Speaker-independent ASR systems transcribe speech from arkerspeaany
acoustic environment (e.g. a car or a lecture theatre) on aoysdion topic. These
systems vyield relatively poor performance in comparison stesys tailored to one
particular environment, speaker or topic.

Modern ASR systems are capable of adjusting their own behavitiieyasncounter

new speakers and environmental conditions via a process known asrspeake
adaptation ([Woo01]). Speaker adaptation alters the acoustic featndésr the

! see http://www.nist.gov/speech/tests/bnr/bnewsrg€ils 99.htm for an overview of the technology
developed for this task.

10
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acoustic models used by the ASR system whilst leaving theidgegmodel (LM)

unchanged. So speaker adaptation does not attempt to alter time bgbi@viour as
new topics of discussion are encountered. Language model adaptatRO0]]G
[KM90], [LRR93]) is designed for this purpose.

Language models typically exploit statistics gathered fiange text corpora for the
purpose of parameter estimation. A common paradigm for the task ofambgptation
is to firstly estimate several topic-specific LMs, eachwiel from a corpus pertaining
to a specific topic. A topic-independent LM is then constructed leypatating these
LMs using a set of interpolation weights which minimise theplpaity of some
topic-neutral text. Topic adaptation then amounts to a scheme hcdmically
alters the topic-independent LM via re-estimation of these interpolatighise

One limitation of this approach is that it is difficult to constrihe set of initial LMs

to cover every feasible topic of discussion. This limitation mayatiéressed by
dynamically adding new LMs to the initial set of topic-specifMs. To do this one
needs to dynamically locate corpora from which the new LMs castimated. The
internet may be viewed as a large and comprehensive text cordused search
engines may be used to extract topic-specific corpora. This paper studiepaice of

using the internet in this way for the purpose of topic adaptation.

Section 1.2 further explains how internet resources can be used fpurihese of
topic adaptation. Section 1.3 gives a detailed explanation of the welzalkection
procedure. Section 1.4 motivates the core idea of this work, namelyshpammised
topic adaptation of LMs using an ASR system and, optionally, inteaseturces.
Section 1.5 describes experiments which evaluate this LM adaptationique on a
large vocabulary recognition task. To conclude, Section 1.6 summémespsinciple
discoveries of this work and proposes some directions for future research.

3.2 Cross-media topic adaptation and the internet

The ASR task of lecture transcription from the GATE caseysisiéxplored in this
work. Use of an unadapted, topic-independent language model for skiyiedds

somewhat poor ASR performance. See Table 3 in Appendix A for detagalls of

such an evaluation. Note further that enhancing the vocabulary ASResystem to
contain all the words contained within these lectures has the jpbtenincrease the
performance only modestly. This is evidenced bydueof vocabulary(OOV) rate

given in

Table 4, which shows that only 1.71% of all the words in these éscare not in the
ASR vocabulary.

Recent research ([MBH99], [BOSO03]) has shown that the estimati@orogin or
topic-specific language models can be enhanced using text cofiextethe internet.
This text is collected by submitting keywords and/or phrases tmtamet search
engine which, in turn, retrieves and returns documents matching thegeréie. One
of the key ideas of this work is to integrate this technique intopec adaptation
algorithm for language modelling.

11
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|  Webdatacollection |

Y

[ Target corpus T ] [ Background corpus B] Webcorpus C

AT "
(De velopment corpus I j—> Interpelation 4’[ Interpolated .M 7

Figure 1: Topic adaptation (via web data collectioh

Figure 1 illustrates the topic adaptation procediBatenotes a set of background text
corpora,T denotes a corpus containing text within the domain of interestatpet
corpus), C is a corpus comprising data retrieved from the internet @ni$ a
development text corpus used for the purpose of LM interpolation. The baokigr
LM is an interpolated LM based on the set of LMs associateu twé& background
corpora. The interpolation weights are those which minimise theepdsplof the
development texD, given the interpolated LM.

Two topic adaptation strategies are explored in this work. Thedfirategy is essen-
tially a re-estimation of the interpolation weights with thensadevelopment text as
the unadapted LM, but using an augmented set of LMs. The augmentetlLds
comprise the background LMs and additional LMs which model the in-doteein
This will be referred to as the 'augmentation’ strategy.

The second strategy is to substitute the developmenDtawith the in-domain text
corpusT, and then to re-estimate the interpolation weights, referrad tioe 'substitu-
tion' strategy. Note that all LMs are created using theLBRtoolkit [Sto02] and
deploy Kneser-Ney discounting [KN95].

3.2.1 Augmentation strategy

Using the augmentation strategy, three different adaptatiohontetare proposed,
based on the availability of in-domain text corgud he first method is to estimate a
new T-LM language model using the in-domain t@xand subsequently estimate an
adapted LM by interpolating thE-LM and the set of background LMs. This will be
referred to aBT adaptation (background-target). A second adaptation method is to
use the in-domain text and the background corpora to inform a web adiaztion
procedure which outputs a corpsof web data. Details of this web data collection
procedure are given in Section 1.3. A néviLtM language model is estimated based
on the corpu€. The adapted LM is then obtained by interpolating@HeM and the

set of background LMs. This is referred toB«S adaptation. The third technique is a
combination of the previous two methods and amounts to an interpolation of the
language models associated with the background coBydhee in-domain text and

the web dat&. This will be referred to @8TC adaptation.

12
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3.2.2 Substitution strategy

The substitution strategy replaces the developmenttexith the in-domain texT
prior to re-estimation of the interpolation weights. This meansthebackground
LM is adapted to minimise the perplexity of, and hence to better model, the imrdoma
text. There are two methods of doing this, the first being taotezgolate the set of
background LMs, referred to aBsadaptation. The second technique involves use of
the in-domain tex@ and the background corpoBato inform a web data collection,
yielding a corpusC. An associatedC-LM language model is then estimated. The
adapted LM is then obtained by interpolating @M and the set of background
LMs such that the perplexity of the in-domain t&xs minimised. This is referred to
as sBC adaptation.

3.3 Web data collection

3.3.1 Query specification

A key issue in the web data collection process is how to spibefgueries which are
submitted to the search engine. The strategy used for queryicgteanif in this work
is presented in [WHO06] and is summarised here. We adopt the notdtitre
previous section.

A count-based search model ([WHO06]) makes the assumption thaigttaen counts
obtained in the collected web da&@aare a linear combination of the counts obtained
in the in-domain textT and the background corpdBaas expressed by Equation 1.2.

N(u. h,CYy —aN{w. h. By + 8N (w. h,T)
(1.2)

Here N{v,h,X) represents the number of instances of wendith word historyh in
corpusX. The scalars and are positive weights corresponding to the relative sizes
of the corporaC, B andT.

In addition it is assumed that the LM probabilities are adjuatter the collection of
corpus C by interpolating the background LM with the LM derived frd@nas
described by Equation 1.3. Hereis an interpolation weight between 0 and 1
inclusive.

p(u}‘h___ B, ()) - )\p(li"h-, (j) + (1 - /\)p(u‘lh B) (1.3)

The idea behind web data collection is to attempt to better maodeinknown
evaluation text,E say. That is, the probability of the evaluation text given the
language model derived from both the backgroundBexhd the corpus of web data
C should be greater than the probability of the evaluation text givetatigeiage
model derived solely from the background tBxtThis is expressed somewhat more
succinctly by Equation 1.4.

logp(K[B,C) > logp( K

)
’ (1.4)
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Equation 1.4 may be re-expressed as Equation 1.5 by marginalisinggMhe
probabilities over all word& and word historieh.

Z Z NG, b, I logplw|h, 13, C) — log pleelh, 13)] > 0

W fi (1 5)

Under the 'count assumption' given by Equation 1.2 it can be shown that the
inequality expressed by Equation 1.5 can be re-expressed asetipaality of
Equation 1.6.

¥ Nk, T i3
3 N P
w ok @ N{"?"Bj T 'd

(1.6)

From the numerator of Equation 1.6 one can deduce that the contributionf wor
sequences with a higher ‘count rafd(w,h, T )/N(w,h,B)(i.e. counts in the target
corpusT to counts in the background corpB)s contribute more significantly to the
probability increase of the evaluation corgtisThis ratio is therefore used to select
the queries submitted to the search engine.

3.3.2 Data collection

Web data is collected via the Google search engine using thedea@®ped by the
University of Washington ([BOS03]). The queries are in the form-gfams which
appear in the target corpiis For example, in the case of a 2-gram query, the phrase
'swimming pool' may be submitted to the search engine. Issa¢isgeio the optimal
order of then-gram query and the optimal amount of web data to collect are beyond
the scope of this work but are tackled in [WH].

The following procedure is followed for web data collection. Tgam queries are
sorted in descending order of their count ratio. A target word count ofition
words is specified in advance, indicating the desired volume of webtalaollect.
Descending the ordered list of queries, each query is submitted and ten assabated w
pages are downloaded per query. These web pages are selettedt@s-ranked
(according to the Google ranking) pages which have not previoasly tlownloaded
at any stage in the web data collection process. The downloadésltteen processed
to discard hyper text markup language (HTML) tags and soms aunke applied to
remove data that is clearly non-textual or unusual (e.g. the réraoxealistically
long words and non-ASCII characters). The total number of words deded is
then counted and the collection ends if the 20-million target is rdatfttais target is
not reached then the collection continues to the next query and itiatpsocedure.
If all queries have been processed but the target word cosinbh&een reached then
the procedure returns to the first query and continues. Once thewangecount is
reached the collected text is then subject to further norrtiahisgWHO6]) to yield
the corpu<C.

14
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3.4 Unsupervised topic adaptation

The goal of this work is to determine if the topic adaptation mekedescribed in
Section 1.2 can be successful in the unsupervised scenario i.e. whepithef
discussion is unknown. This means that the in-domainTtextinavailable.

Pasz 1 .
Recognition Basaline 3g TM

Pass] transeription = Target corpus T j

f
L Word lattices J ¥

Topic adaptation (via web data collection)

r /
Fazz2
Lattice IM rescoring [_ Adapted 4g LMﬂ]

[
[Pass 2 transeription ]

Figure 2: System architecture including unsupervise topic adaptatior’

The principal idea is to test if a speech recogniser can deéxe which, although
erroneous, contains sufficient information which captures, to some etktenopic of
discussion. Figure 2 illustrates the process used to verify thpstlgsis. Topic
adaptation is informed by the output of an initial pass of a speeolgniser (see
Section 1.5.1). By this we mean that the recogniser output is usieel @sget corpus
T in the adaptation procedure(s) of Section 3.2.

Further, the adapted LM is then used in a second recognition passitédguating the
LM adaptation step into the speech recognition process in a wholly uvisepe
manner. The experiments in Section 3.5 evaluate this unsupervised tquatiada
scheme. The effectiveness of this adaptation process is usedanaasare of the
capability of the speech recogniser to determine the topic of discussion.

3.5 Experimental work

3.5.1 System description

Figure 2 illustrates the two-pass recognition strategh®fASR system used in this
experiment. The first pass is used to output a transcription ofethedata and to
generate word lattices representing a set of competing hsges. An unadapted
trigram language model is used at this stage. This trigsarderived from the
background interpolation weights, as described in Table 1, caldutateeach four-
gram LM.

2 The workflow illustrated in this figure is explaid in Section 3.5.1 below.

15



D3.2 / Cross-media Content Augmentation

The second pass uses a four-gram LM to rescore the lattices bytingt initial pass
to produce a second transcription of the data. The comparisonstmnSg.2 are
conducted by using different four-gram LMs within this second pass.

Corpus Weight
Fisher [CMWO04] 0.062
HUB4 broadcast news [Ste97] 0.056
Fisher corpus web data [CMWO04] 0.06p
University of Washington web data [BOS03] 0.357
Meetings corpus web data [HBD+07a] 0.081
NIST eval web data [HBD+07a] 0.11¢
AMI corpus web data [CAB+05] 0.084
CHIL lecture room training data (NIST evals) [Lee04] 0.069
NIST lecture room evaluation texts 2005-6 [Lee04] 0.1p1

Table 1: Corpora and associated LM interpolation weghts

The system uses 39-dimensional features to represent the sggethTis vector is
extracted via smoothed heteroscedastic linear discriminant enfByg04] from a

52-dimensional vector comprising thirteen Mel-frequency-based peastefmear

prediction coefficients [WGPY97] and the first, second and third terevatives of

these features. Additionally, these features are normalseing speaker-specific
cepstral mean and variance normalisation [Ata74]. The acoustic madelghose

deployed for the initial recognition pass of the 2007 AMI(DA) nmeptspeech

recognition system [HBDO7b], three-state, phonetic decisionigddrtphone hidden
Markov models with standard left-to-right topology.

The background LM is an interpolation of nine LMs created using ahgoa and
interpolation weights of Table 1. The development text used for inteipolatNIST
RTO7 lecture room development data [Lee04].

The test data was provided by the GATE case study and compppeoximately 10
hours of recorded lectures on this legacy application, deliveyed llifferent
speakers. Each speaker wore a lapel microphone during recordirige Aime of
writing the data is available in audiovisual formath#ip://gate.ac.uk/demos/gate-
seminar.html Approximately 38 minutes (referred to as the evaluation tend) a
transcribed for evaluation purposes. This evaluation text contanseiiiaed portions
of each speaker's data.

3.5.2 Results

The systems are evaluated using the word error rate (WER) \eahdagon text
perplexity measures. The WER is a measure of the amounbof eammitted by the
ASR system, defined as the sum of the substitution, deletion andianserrors,
divided by the total number of words in the evaluation text. So usef|l g§Stems
yield low WERs.

The evaluation text perplexity is defined as follows. Mebe the number of words in
the evaluation texE, and let represent the language model. Then the perplexity of
E, given the LM is defined ap(E\ )- 1/M . So useful LMs yield a high probability
over the evaluation text, and hence yield a low evaluation text perplexity.
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TargetT Adaptation method| Perplexity WER (%)
- Unadapted 149.8 61.6

BT 145.7 61.5
BC 137.1 61.0
Control BTC 137.2 61.0
s-B 240.0 65.5
s-BC 188.7 63.5
BT 137.5 61.0
Pass 1 BC 136.4 60.8
Transcription BTC 132.4 60.7
s-B 144.8 61.1
s-BC 135.2 60.7

Table 2: Evaluation text perplexity and WER. See S#ions 1.2.1 and 1.2.2 for definitions of the
acronymns relating to the adaptation methods

Table 2 shows the evaluation text perplexity and the WER yieddesh deploying
different four-gram language models in the second pass. The firstlisphays the
performance of the unadapted background language model.

The remaining rows report the performance of the different adapttechniques of
Section 1.2 using two different target corpora: the first passctiptisn text (of
length 61, 319 words) and a 'control' text of similar volume (61, 315 words). The
control text is a collection of speech utterances from thetcBloard corpus
[GHJ92]. The performance of the topic adaptation methods when tssgut-of-
domain target corpus is crucial to the interpretation of the results of Table 2.

More detailed analysis of these results and the web collectaregs are given in
Appendix A. For comparison, the results of some preliminary experiments usieg som
alternative in-domain text as the target corpus are given in mdippeB. This
alternative in-domain text comprised publications and user manuateddo the
GATE software project.

3.5.3 Analysis

Compare firstly the performance of tB& adaptation scheme when using the control
text target corpus with its performance when using the thedass target corpus. A
small 0.1% absolute WER gain over the performance of the unadaytésiylielded
by the adapted LM in the case of the control text. However a sufrstantial gain of
0.5% absolute WER is yielded by use of the first pass transeriplihis result
suggests that, even though the first pass transcription is erronemrgains relevant
topic information which can benefit the topic adaptation procedureh Saymc
information is absent from the control corpus and so a more modess géiserved.
This small gain may simply be due to the adapted LM being mabustly-estimated
than the background LM, a consequence of the availability of more datheitarget
corpus, when estimating the adapted LM.

Now observe how the use of tB€ adaptation method and the control target corpus
leads to an absolute 0.5% WER gain over the unadapted LM perforrighite the
control text provides relatively little benefit when directlyapting using theBT
method, it proves useful as a target corpus within the web datatwsll@rocedure.
This result leads us to conclude that the web data collecticcegmatself has a
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beneficial effect upon the resulting adapted LM. This is due t fagtors: the
exploitation of the relatively large web corpus (approximately 8llomwords after

text normalisation) and, secondly, the fact that this corpus igrasito contain text
which is complementary to the background LM.

Compare the performance of tB&€ adaptation method in the cases of the control
(WER 61.0%) and first pass (WER 60.8%) corpora. The superior perioentd the
latter corpus suggests that even though the recognised transcigrroneous, it
contains information which helps locate relevant web data, whichnreturances the
BC topic adaptation procedure.

Notice that in the case of the first pass corpusBReadaptation process yields
superior performance to tHBT adaptation method (60.8% compared with 61.0%
WER). This is because the web d&as much larger (approximately 49 million
words after text normalisation) than the recognised Tefg1,319 words) and hence
delivers more robust LM estimates. It may also be the casdrdnscription errors
negatively impact thé8T adaptation procedure but have a lesser impact when the
recognised text is used to derive the web data iB@adaptation process.

In the case of the first pass transcription the best perfaendoth in terms of WER
and perplexity gains, is achieved using B¥eC topic adaptation technique. This result
shows that, to some extent, useful information complementary tootleeted web
corpus is present in the first pass transcription. At the 80% endallevel using the
matched pairs sentence-segment word error test [ea90] theeab¥¢ER of 60.7% is
significantly lower than the baseline WER of 61.6%

We now analyse the performance of the substitution adaptation gtréfeégn using

the sB method a large performance degradation (65.5% WER), in comparison to use
of the unadapted LM (61.6% WER), is witnessed in the case of thelctaxt. This
degradation is due to the difference between the control texhardkvelopment text
used to estimate the background LM. Although both texts are out-af-ttdp
development text matches the evaluation text in that they aretrbostriptions of
lecture speech. The control text, however, is conversational speech aadurémer
mismatches the evaluation text.

In the case of the B-method, when using the first pass transcription as development
text, a reasonable performance gain (61.1% WER) is observed in ceonptr use

of the unadapted LM. This demonstrates that some useful topic infonmia
contained in the erroneous first pass transcription.

When using the 8C adaptation method some improvements over the s-B technique
are observed in the case of both the control and first pass ipioscrThis gain is
attributable to the availability of the additional web d&taa large volume of text
com-plementary to the background corpora.

To summarise, when using tB and BTC adaptation methods, the perplexity and
WER gains must be attributed partly to the retrieval of aorestsly large volume of
(not necessarily topic-specific) complementary text. Somelsndgher gains are
witnessed when using the recognised text as a target corgughege methods,
showing that the erroneous recognised transcription contains usetuinfmpmation.
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The substitution adaptation strategy and tH& method yields useful WER gains
when the erroneous recogniser output is used as development textgdimssean be
further enhanced by incorporating a web data collectioBQjs-In general, the
augmentation and adaptation strategies yield similar WER aptepity gains when
using the recogniser output as the target corpus.

3.6 Conclusions and future work

This chapter explained how ASR systems can drive, and berefif tmsupervised

LM adaptation using a cross-media approach based on data harvestethérom
internet. Even given the difficulty of the task and consequently tgh WER
displayed by the ASR system used in this work, some notable impeoverare
delivered by the unsupervised cross-media adaptation approach. We have
demonstrated that such improvements are partly due to the avigladil
complementary web data. However, experimental results additionally showelhadt us
recogniser output, either to directly adapt the LM or to inform the web di¢atwon,
delivers additional performance improvement.

Future work should attempt to explain the effect of web data tiolleprocedure
upon the resulting adapted language model. For example, the n-gramobttier
gueries provided to the search engine, parameterisation of dneh sengine and
normalisation of the returned data are all factors which influémeecollected web
data and hence the resulting language model. The impact offtioéses is currently
poorly-understood.

It is also important to test the unsupervised topic adaptation techroguiesks of

varying difficulty. This will help understand the relationship betwt® performance
of the initial unadapted system and the effectiveness of the methods.
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4 Content Augmentation of Transcribed Videos

As discussed in the previous chapter, the main hurdle in performing &86R
video/audio content is that it requires significant customisationhef dpeech
recognition engine. The Word Error Rate (WER) is dependent onaseapects, the
two main ones being: (i) whether the speech recogniser is adapted to the giagm dom
— which is what we addressed in the previous chapter; and (ii) whthezcogniser
is adapted to the given speaker, i.e., whether a separate modehesl tior each
speaker. The latter is particularly difficult in cases ldwes where there are many
speakers and each of them has only a limited video material anchdeahaotated
training data. Therefore in our experiments we did not perform speaker antaptadi
this explains why even after cross-media language modelaidaptthe WER for
most speakers is still above 50% (for details see Appendix A - Detailedsyesult

In this chapter we describe our experiments with running the TAOembnt
augmentation tools (i.e., KCIT) on the ASR transcripts, in order tlu&eawhether
we could get some useful semantic annotations associated withopdhs video
content, despite the high error rate.

The main challenges come from the fact that the speeolymiser produces output
which is not properly capitalised (i.e., is all in upper case) andstrgence

boundaries are not usually reliable either. In addition, often theren@arcomplete

grammatical sentences (see example below, in Figure 3); dilketo ASR errors or
simply because the speaker was interrupted or simply did not &nsgimtence. This
means that even relatively simple linguistic processing suphara®f-speech tagging
is not reliable, whereas syntactic parsing is close to imtfgesdeyond basic noun
and verb phrase chunking.

The ASR output is provided by the system in the so called MLF tomtach is one
word per line, starting with the begin and end time in millisecavitsn the word is
spoken, the transcribed word, and lastly, the confidence of the ASR angitse
correctness:

200000 1900000 WHY -1372.291626
1900000 3400000 WOULD -1095.855591
3400000 6300000 MY -2129.709961
6300000 10300000 BETWEEN -2793.147461
10300000 11500000 THE -713.434570
11500000 15600000 DESIGN -2960.139648

For the purposes of our experiments we selected first videoiahdtem the three
speakers with the lowest WER (see Appendix A - Detailed sgsdtble 5), namely
bon, tab, andasw, because if KCIT results prove unsatisfactory for them, then the
will be even worse for the rest of the speakers.
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fE THIZ IS THIS 15 WHAT YOUYSE SEEM YESTERDAY BASICALLY THE GUEST 15| ¢
PRODUCES ABOUT ASLANS BUT THERE I3 A DIFFEREMCE MOW WHICH 15 THAT 'S
M ADDITION TO THE MAJQR [N MIND THAT SITES WHICH UH YOU'RE '
READY FAMILLAR WITH WHICH WE PEODUCE AMNYWAY MNOW WE"E COT
OMETHIMNG ELSE WE™E QOT THESE UH ONTOLOCY FEATURES WHICH 15 A C.
E. 0. L OF THE QONT QLY AMD WE™'E ALSOD CQOT THE CLASS INFORMATION
O 0U wE CAMN SEE THAT'S Us EIGHTY Wiasy ANMMOTATED A THAT OF
FLASTIC 5EE WITH THE SPECTRAL DERMAT OLOGY UM JOHMMNY WAS OUTSIDE
[ OF COURSE THE UM THE LAYER A5 WELL A5 THE PERSOMN AMD THEM OF
COURSE YOU CAM HAYE MORE THAN OMNE MATCHES UH FROM DIFFER THIS
20U HAYE SEVERAL LOOREUPS |

Figure 3: Segment from the ASR transcript for speakr bon, with highlighted semantic
annotations

Figure 3 shows a segment from the ASR transcript for the&keplean, shown just as
text, with highlighted semantic annotations produced by KCIT. Inrdaevaluate
whether these are all semantic annotations that should have been piodwaeidh
video segment, we also ran KCIT on the corresponding human transexibedhich
was created originally for purposes of ASR WER evaluation (se&of 3.5.1 for
details on this gold standard). The corresponding results are shawgure 4. As
can be seen when the results are compared to those in Figure 3jnatéytmany of
the GATE terms from the domain ontology are missed (7 in the imdraascribed
segment vs only 3 in the ASR one, i.e., over 50% are missed).

hese is this is what wou've seen westerday basically the gazetieer's produced
lookup annotations but there is a difference now which is that in addition to
he major and minar types which em syou're alreadsy familiar with which annie
produces amaasy now wee got something else we've got these eh antologsy
eatures which gives us the url of the onalogy and we've also got the class
information sowe can see that eh city was annotated as a of class city with
respect to aur dema antology em tony was annotated as a person em blair as

ell i= a person and then of course wou can hawe mare than one matches eh
ram different lists sowou hawve seweral lookups

Figure 4: The equivalent human transcribed segmenrfor speaker bon with highlighted semantic
annotations. Transcription all in lower case for eay differentiation from the ASR output above.

Similar results were obtained when comparing segments foetload best speaker —
tab (see Figure 5 and Figure 6 respectively). Again, just over 6D%he GATE
semantic annotations are missed (9 for the ASR vs 20 for the huarestribed
segment), due to ASR errors (e.g., important instead of importtgasstead of
resources). For the sake of brevity we do not include here exangplélsefasw
speaker, as they are similar as well.

The overall conclusion is that essentially the ASR error ob&0% or above leads
directly to missed semantic annotations at the same rateb@e.recall). On the
positive side, precision is not affected by ASR errors, which coalkienthe results
usable for applications where precision (i.e., accuracy) is more importanettal.
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ALS0 FOR WHAT WE'RE TREYIMG TO FMOW WE WANT TO DO WHAT PART OF THE
MOISE TO LOAD THE APPLICATION AT THE SAME FEOM THE WAY 50 THAT THEY
HavE A LIMITED IM THERE FOR SOME IMPROVEMENT OM THE APPLICATION THEY 24
BEEEP AMD THEM YOU CAM EEFEE TO PEOCREAM 50 FOR THAT WILL LEAD TO
AMOTHEE IMPORTANT | SHOULD HAVE ACCESS TO CLASSICAL PERSISTEMCE
MAMACER HAZ ANWERY USEFUL . MO BUT WHAT WE'LL DO THAT FEOM FILE . OR |
CUESS THIMNGS THAT CAM DECIDE WHAT WE CALL THIS I3 5AWING THE THE E
APPLICATION STATE SOMETHING THAT THE 5IMFLE TWELYE WISDOM |5 THE RESULTS| &
THE SUFPLIED 15 THE LIT OF RESQURCES TO SUPPORT THOSE WORDS 1M THE :
FESORTS AMD ALL THE OFTIONS THE PEOCESS THAT FOR INSTAMCE THE OME YOLU
R OW THAT IT HAS TO REBUILD THE APPLICATION BY S0OME OF THE SPECIFICATION | =
FROM THE FILE BUT ALL THOSE THEY CARN SAYE A UM . THIS KIMD OF THOSE STATES |
FOR CROS5IMGC USERS ARE APPLICATION FOR MAMY USERS ARE PRETTY MUCH ALL :
EIMDS OF RESULTS IM DAY 50 THAT THAT THIZ METHOD BUT IT DOES ALL THE JUST
THE DOES THE MOISE THAT WHAT THE SAME THING BAD ABOUT WHAT THE
FECIPEOCAL LIMK IT BACK IM THE RIGHT RIGHT MO WE KMNOW WHAT TO 54Y THE
"CAUSE' THE THE CORFUS FIPELIME . WHICH 5 THE SAME KIND OF UM WHET HER.
THAT 15 BEFORE 50 WE MEED T 54% THE THE SERLAL AMALYSER COMTREOLLER. . :
SCROLL TO THE PATIEMT I5 FIME . SOME OF THEM APPLICATION MORE THAN OM THE| @
FIMDE OF THIMGS ACAN BECALSE OF THE COREPUE ULTIMATELY MEXICAMN SOLAR :

STAR (M THE L&ST .

Figure 5: Segment from the ASR transcript for speakr tab, with highlighted semaﬁtic
annotations

eh =0 far what we're thdng 10 N wie wiant ta o what we want tao do now is
t0 load the application that we've saved from the gui so that way wou hawve a
language enginear who warks on development of the application they sawve it
and then wou can load it from swour program so for that we'll need 1o do
another itmport. wou should hawe access to a class called persistence
manager which has a very useful eh. method called load okbject from file.
howe there are warious things that can be saved and what we call this is
sawing the the application state that's what in the it's in that file is the list of
resaurce the list of plugins the list of resources the list of parameters for
each of the resource and all the options that were set that's what it says 50

hen sou load it it has to rebuild the application based an that eh
specification from the file but all those we can save eh em. this kind of eh
states for parsing resaurces for application for [anguage resaurces for praty
much all kinds of resource in gate so that eh this method only returns object
it doesn't know exacthy what wou saved in there but whatewer you saved it

ill bring it back in the right way now e know what is sawved there it was a2 a
corpus pipeling. which is the same kind of eh walue that wou used befare o

e need to say eh serial anakser controller, let's call it application this time.
=0 howe that iwe got an application we already khow the kinds of things we
can do with it wee can set a COFpUs on it and we can execute it so let's 1y and
clo that.

Figure 6: The equivalent human transcribed segmerfor speaker tah with highlighted semantic
annotations. Transcription all in lower case for eay differentiation from the ASR output above.

From the end-user perspective, the main caveat in performing a#lbinee ASR

customisation tasks, in order to achieve average quality seraantitations, is likely
to prove a substantial overhead in terms of requiring extensive expernn speech
recognition. Whether or not this price is worth paying, dependsyfostiwhether the
specific application requires more precision rather than recallalso whether the
users have access to a good quality ASR engine and the staffawltmstomise it.

For SMEs, for example, this could prove to be an impossible task.
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5 Annotation Ul for cross-media artefacts

As seen from above, the cross-media content augmentation proogssimgy half of
the semantic annotations because of the high ASR error rate. Tlnesames
essential for a human annotator to control and mainly enrich thematitally
produced annotations on the cross-media artefacts. The Annotation \@FDMB] has
also been conceived in order to support the human annotator in that task.

The annotation Ul is able to display multimedia artefacts suai Rgure 7. But it is
not possible to edit the multimedia artefacts or to select pattem, such as a subset
of a video sequence, in order to annotate these specific parts. Ontgxthal
documents can be edited to let the end-user directly add/moditg/@gtleer content
or annotations (cf. D3.4.1, [MAGFO08]).

ARG LPHe @5 EH-DI® Ry -2x
GATE Ontology Tool Tutorial

Document =)

[

Oontology.

¥ideo | Transcript Hide | Edit | Save
GATE Ontology Tool Tutorial

L) visualResource
[ GUK
(21 JAPEGrammar

Q
(£} GATED&veloper
1 GATEPlugin

i L L

Knowledge Instances =
GATEDevelopper (2) | GATEPIugin (13
» GATEDevelopper Create

= Hamizh cunningham

Attribute value Statut Action

alias He Validated ndd | Delete
Document Annotations =)

& kalina Bontcheva Attribute value Statut Action

Attribute Yalue Statut Action Author kalina Bontcheva validate Add | Delete

Alias KB validated Add | Delete Date 22/03/2008 validate Aidd | Delete
Editar Add | Delete

» GATEPlugin Create Keyword "Information extraction” validate add

“Matural Language Engineering” validated Add

= Ontology Tool

Previous document Validate Cancel Next document
& J My Computer

Figure 7. Annotation Ul displaying a video tutorid on Gate Ontlogy Tool

In order to create these kind of annotations, e.g. not only about tembeaontent of
the multimedia artefact but also about specific fragmentg, adhe Annotation Ul
propose to display the related transcript (from OCR or ASRmag$tas in Figure 8.
The human annotator can then control through the existing highligtiie éfanscript
what have already been annotated through the automatic process BEditcthem if
a correction is needed but he can also select any other taeriuaf the transcript to
create missing semantic annotations and/or new knowledge instances.

All these actions of adding, modifying, deleting both knowledge mess and
semantic annotations are controlled with respect to the refemrotogy of the
application. Once a knowledge instance or a semantic annotation haspipeeved
by the human annotator, its status is automatically updated fromvéiidate” to
“Validated”. The human annotator has the possibility to filtéramnotations or
instances still tagged as “To Validate” to ease his/hersadoethe items remaining to
be processed and validated.
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Figure 8. Annotation Ul displaying the transcript of the video tutorial on Gate Ontlogy Tool

Another important functionality of the Annotation Ul gives the humanogator

access to the content of the ASR transcript, if the applicaties ¢iim/her to right to
do so. The human annotator can then edit and correct the transcriptien(seuch as
“import” instead of “important” as mentioned in the previous sectan save that
new version in the HKS.

When the human annotator ends his/her annotation work, he/she validdtes all
modifications he/she has done so far on the knowledge instances andicsemant
annotations. All the validated annotations will be updated or creatheé HKS with

two references: one pointing towards the URI of the multimedefaat and the
second one towards the URI of the textual transcript.
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6 Conclusion and Future Work

This deliverable firstly presented an update on the key concept ic&indii tool
(KCIT) where the configurability of the tool has been improved to tateeaccount
the specificities of the legacy artefacts. A new paranfetesxomputing heuristic rules
has also been added in order to filter the extracted information for bettesigumeci

Then we investigated the cross-media content augmentation issueofihé&cused
on semantic annotation of legacy software artefacts, and especiallgdoenvaterials
such as the video tutorials, with respect to a given domain ontologysicase, ASR
software was applied prior to Information Extraction. The ASR tesukre then
confronted to various textual sources from the Internet in order t@rsoledated,
merged and finally used to annotate the corresponding artefacts.

The automatic annotation through KCIT of the ASR transcripts revealdigh
precision of the created annotations but a bad recall, e.g. miss$iog annotations,
due to the high ASR word error rate. In that case, it is eskémipgerform a human
validation of these annotations and offer the human annotator the possibdibate
new annotations about the multimedia artefact and their transcripts.

This is the purpose of the Annotation User Interface, also presentetis
deliverable, which supports the human annotation work on cross-mediatartéfa
provides a set of functionalities such as post-editing the AS®drpts, manual
correction of the automatically created semantic annotations, meneation of new
knowledge instances and semantic annotations, and automatic controlsdiay val
with respect to the reference ontology.

The results of this deliverable are in the process of beingeeind integrated within
the CA Manager of the TAO Suite as a web service. The wornkneth for the
remaining six months will complement the automatic approach developdds
deliverable, the development of the Annotation Ul and more genexathye set of
User Tools as described in D3.4.1 and D3.4.2 (to come). In order to méasure
performance of our automatic tools, we already carried out deuof task-based
evaluations, where we compare the automatic results against hamatatad gold
standards. These activities will be reported in deliverable D3.3.
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Appendix A - Detailed results

Table 3 gives a breakdown of the word error rate (WER) of the system whenhesing
unadapted LM for each speaker in the evaluation dataset. A funteakdown of
these errors in terms of substitution, deletion and insertion rates is present.

Speaker| Substitutions (% Deletions (%) Insertions (%) WER|(%)
asw 36.3 15.0 3.9 55.2
bon 31.8 8.8 8.6 49.3
cun 34.4 23.7 2.6 60.7
may 33.3 315 3.3 68.1
nio 39.1 18.3 4.7 62.1
rob 39.5 17.8 5.3 62.6
sha 20.3 62.1 2.3 84.6
tab 35.4 13.5 3.1 52.0
Average 334 23.5 4.6 61.6

Table 3: Baseline system: speaker performance

Lecture text 4799 words
Test word list 874 unique words
ASR dictionary word lisf 50740 words
OOV words 82
OOV rate 1.71%

Table 4: Baseline system: test data out of vocabulainformation

Table 5 and
Table 6 show the same breakdown for the s-B and s-BC adaptetisysspectively,
when using the recogniser output as the target corpus.

Speaker| Substitutions (%) Deletions (%) Insertions (%) WER](%)

asw 36.3 154 3.3 54.9

bon 32.6 8.4 8.2 49.3

cun 34.2 23.5 2.5 60.1

may 33.3 33.2 3.1 68.5

nio 39.1 18.0 5.0 62.1

rob 36.9 18.1 4.7 590.8

sha 21.2 61.4 2.1 84.8

tab 31.3 16.3 3.4 51.1
Average 33.1 23.6 4.4 61.1

Table 5: s-B adapted system: speaker performance
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Speaker| Substitutions (%)Deletions (%)| Insertions (%) WER (%)
asw 37.3 15.4 3.3 55.9
bon 32.5 8.7 7.7 49.0
cun 34.1 23.7 2.6 60.4
may 31.7 32.8 2.6 67.2
nio 37.4 19.0 5.2 61.6
rob 36.5 18.1 4.6 59.2
sha 20.9 61.4 1.9 84.3
tab 31.3 16.0 3.1 50.5

Average 32.6 23.8 4.3 60.7

Table 6: s-BC adapted system: speaker performance

Table 7 gives some analysis of the web data collection process wsiey bigram
gueries and the recognised transcription as the target corpus! Aftb&/ 13 search
gueries were sent and a total of 109653 documents returned.

Table 7 displays the amount of documents from three domains which contain

information closely related to the topic of the lectures. Asagiece the document set

from all through to only the top 100 documents returned, we see that the percentage of

documents retrieved from these domains increases.

Document set # shef.ac.ulits | # gate.ac.ulits | # sourceforge.nétits | Total (%)

All (109653) 148 204 375 0.66
Top 1000 31 18 17 6.6
Top 100 4 7 4 15

Table 7: Web Data collection breakdown

Table 8 displays the top 10 documents retrieved when using bigranesjaed the
recognised transcription as the target corpus.

URL

http://www.gate.ac.uk/annie
http://www.rowlandschools.org/apps/events/showevent.jsp?re”id=256026&id=0
http://profiles.friendster.com/26802748
http://www.research.ibm.com/uinttp://www.research.ibm.com/journal/sj/433/gotz.html
http://www.alphaworks.ibm.com/tech/uima

http://incubator.apache.org/uima

http://uima/framework.sourceforge.net

http://sourceforge.net/projects/uima-framework

http://uima.lti.cs.cmu.edu

http://www.uiowa.edu/uima

Table 8: Top 10 documents
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Appendix B — Preliminary Experiments

Before embarking upon the unsupervised topic adaptation scheme descrdiad he
some supervised topic adaptation preliminary experiments wemducted. A
collection of in-topic academic papers on the GATE project, the dubgter of the
lecture data, was used as the target corpus. The paperfrstraubject to the same
normalisation routines as the web data to yield the target c@aptadal of 267407
words). The perplexity of the evaluation text after s-B and BE&ptation of the
baseline background language model are detailed in

Table 9.
Target T Adaptation methodPerplexity
- Unadapted 149.8
GATE papers BC 137.4
s-B 173.0

Table 9: Evaluation text perplexity for supervisedLM adaptation

Notice that a LM which uses this in-topic text as developmera dating the LM
interpolation procedure (i.e. theBsadaptation technique) is much poorer than a LM
which uses out-of-domain lecture data as development text (the urthtddpteThis

is because the in-topic text is not speech data. The supervisedatse collection
followed by BC adaptation yields a perplexity similar to the perplexitietded by
the BC adaptation procedures in Table 1.
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