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Executive Summary 

This report accompanies the software application prototype developed as part of 
D2.2.2. The software application is called OntoSight. It complements LATINO with 
a user-friendly graphical interface. It enables the user to visualize the LATINO’s 
intermediate data layer and to create a semantic space suitable for the task at hand. 

The report first argues the need for OntoSight. In short, in the ontology learning 
process, the user aggregates different types of data relevant for the domain. With 
respect to the task the resulting ontology will need to support, certain types of data are 
more relevant than others. The user needs to set the weights reflecting the importance 
of the corresponding types of data. This is not a trivial task as it is often not clear how 
a different weight setting will affect the final ontology. OntoSight helps the user set 
these weights through visualization and interaction and thus helps create task-tailored 
domain ontologies. 

The theoretical background as well as the user interface of OntoSight is discussed 
next. The main feature of OntoSight is the ability to visualize LATINO’s intermediate 
data layers and semantic spaces. The visualization gives the user a notion of what 
kind of semantics is going to be represented by the resulting ontology. An 
intermediate data layer (i.e. document network) is visualized by employing a force-
based graph layout algorithm. A semantic space, on the other hand, is visualized by 
employing a pipeline consisting of the k-means clustering algorithm, stress 
majorization, an approximate k nearest neighbours algorithm, and a least-squares 
solver. The user is able to explore the visualizations by using either the sniper tool 
which allows the user to get more information about a particular vertex, edge, or 
instance, or the context tool which enables the user to inspect a wider area in the 
visualization. 

The report continues by discussing the progress on the case studies, namely the 
VideoLectures case study and the Dassault case study. The former is a newly 
introduced case study which emerged from the actual needs of the VideoLectures 
team to categorize new video lectures into an existing taxonomy. In the Dassault case 
study, on the other hand, the task of TAO methodology is to transition a relational 
database into an ontology. A database can contain inclusion dependencies which are 
basically implicit (hidden) relations between database tables, defined yet at the 
application level rather than being evident from the corresponding database schema. 
Inclusion dependencies hinder the automated transitioning process – the resulting 
ontology does not reflect all the relational aspects of the database. The task of WP2 is 
to help the user detect inclusion dependencies in a semi-automated fashion. The 
identified dependencies are then taken into account in the ontology learning process. 

The report concludes by presenting the plans for the third project year. We plan to 
extend LATINO with several ontology learning algorithms currently employed in 
OntoGen. OntoGen is to be extended with relation learning capabilities. OntoSight 
will be improved in terms of its user interface, as well as in terms of its functionality 
and speed. In the context of the case studies, we will perform the evaluation in which 
we will try to prove that TAO WP2 methodology (i.e. ontology-learning methodology 
defined in WP2) is superior to the traditional text mining techniques. 

 



D2.2.2 / Ontology learning services library 

4 

Contents 

TAO Consortium..................................................................................................... 2 

Executive Summary ................................................................................................ 3 

Contents ................................................................................................................... 4 

1 Introduction ..................................................................................................... 5 

2 Relevance to TAO............................................................................................ 7 

2.2 Relevance to Project Objectives ................................................................. 7 
2.3 Relation to Other Workpackages................................................................ 7 

3 OntoSight ......................................................................................................... 8 

3.1 Visualization of the Intermediate Data Layer ............................................. 8 
3.2 Semantic Spaces ...................................................................................... 10 

3.2.1 Clustering: Segmenting the Semantic Space ..................................... 11 
3.2.2 Stress Majorization........................................................................... 11 
3.2.3 Approximate k-NN Algorithm.......................................................... 13 
3.2.4 Positioning Non-control Points......................................................... 15 

3.3 Assessing a Semantic Space..................................................................... 16 
3.4 Next Steps in the Development of OntoSight ........................................... 18 

4 Progress on Case Studies............................................................................... 18 

4.2 VideoLectures Case Study ....................................................................... 18 
4.3 Dassault Case Study................................................................................. 21 

5 Future Work .................................................................................................. 24 

Bibliography and References ................................................................................ 25 

Appendix A: LATINO Reference Manual (Updated).......................................... 26 

 



D2.2.2 / Ontology learning services library 

5 

1 Introduction 

The focus of this report is on OntoSight, a software prototype developed in the second 
project year as part of D2.2.2. OntoSigt complements LATINO with a user-friendly 
graphical interface. It enables the user to visualize the LATINO’s intermediate data 
layer (i.e. document network) and to create – through visualization and interaction – a 
semantic space (a.k.a. feature space) suitable for the user’s needs. A semantic space 
is a high-dimensional space in which each vertex from the corresponding document 
network is described with a sparse feature vector. Such semantic space is the basis for 
the ontology learning algorithms employed by OntoGen and LATINO. Since one 
document network can yield several different semantic spaces (depending on how the 
weights of different relations are set; see [1] for more details), it is important to be 
able to “pick” the right one; i.e. such that the resulting domain ontology is most 
suitable for its task.  

In order to credibly argue the need for OntoSight, we need to first go through the 
steps of building a domain ontology with LATINO/OntoGen as envisioned in TAO 
WP2: 

1. The user first studies the data at hand and decides which data entities will play 
the role of instances1 in the transitioning process. To give a better notion of 
what such instances might be, let us summarize the case study scenarios from 
this aspect. In the GATE case study the instances are the source code Java 
classes. In the Dassault inclusion dependencies case study the instances are the 
database table columns. In the VideoLectures case study the lectures play the 
role of the instances. 

2. The user assigns a textual document to each instance. This step is not 
obligatory and even not possible when the data is such that it does not contain 
any unstructured textual data. In the GATE case study the documents are 
created out of the source code comments. In the Dassault case study a 
document is created by concatenating the textual values in the corresponding 
database table column. In the VideoLectures case study a lecture’s title and its 
description are perceived as the corresponding document. 

3. The user identifies the structural information which is evident from the data. 
This step is also not obligatory, provided that textual documents were attached 
to the instances. The user should consider any kind of relationships between 
the instances (e.g. links, references, computed similarities…). In the GATE 
case study we consider several types of relationships between Java classes: 
inheritance and interface implementation relationships, name similarity, 
comment references, type references, and so on (see [1] for more details). In 
the Dassault case study we take cosine similarities between documents, 
similarity between sets of values, and normalized edit distance between 
column names (see Section 4.3 for more details). In the VideoLectures case 

                                                

1 Instances in the data mining sense rather than the ontological sense. Data mining instances are atomic 
objects of interest in the data mining process. Each of them is represented by a feature vector for the 
purposes of applying machine learning techniques such as clustering and classification. In machine 
learning, the term “example” is also used to denote instances.  
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study we could consider the “people who watched this lecture also watched–” 
relation between the instances (see Section 4.2). 

4. The user inputs the instances, the documents, and the links between the 
instances into LATINO by using [at least] the following LATINO functions 
(see Appendix A for more details): 

�  CreateNewDocumentNetwork 
�  AddInstance 
�  RegisterRelation 
�  AddArc 

In LATINO, the data is stored as a document network in the intermediate data 
layer. With this step, the data preprocessing phase is complete. 

5. The user now has two options: either to write out OntoGen files (by invoking 
the LATINO’s WriteOntoGenFiles function) and continue his/her work 
there, or to use LATINO’s ontology learning functions.  

As the ontology learning functionality has not yet been incorporated into LATINO, 
OntoGen is currently the only option. OntoGen was originally designed to work with 
textual documents; it is a system for semi-automatic data-driven ontology 
construction out of textual corpora. However, since the documents are internally 
converted into feature vectors anyway, OntoGen was recently extended with the 
ability to load a set of feature vectors directly. These feature vectors are not 
necessarily representations of textual documents but can be computed out of other 
kinds of data as well. LATINO is able to compute such feature vectors out of a 
document network and pass them on to OntoGen. However, even though one 
document network can yield several semantic spaces (i.e. several sets of feature 
vectors), only one semantic space can be imported into OntoGen. Optimally this 
semantic space would be such that the resulting ontology is most suitable to the user’s 
needs. But how does the user know how to set the parameters in LATINO to achieve 
this? 

Setting the parameters when creating a semantic space in LATINO is not a trivial task 
and influences greatly the amount of effort needed to produce a suitable ontology with 
OntoGen. It will also have an impact on the quality of ontologies produced by 
LATINO. To help the user set the parameters, we developed OntoSight, an 
application that gives the user insight into document networks and semantic spaces 
through visualization and interaction. OntoSight comes into play after the document 
network has been established (step 4 above) and before creating OntoGen files and/or 
employing LATINO for ontology construction (step 5 above). So, the parameters that 
are determined through the use of OntoSight influence the way the semantic space is 
built before the ontology learning algorithms – either in OntoGen or in LATINO – are 
employed for ontology construction. 
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2 Relevance to TAO 

2.2 Relevance to Project Objectives 

The ultimate objective in TAO is to provide a methodology for transitioning data 
sources that accompany legacy applications to ontologies. In WP2, we deal with 
unstructured data (i.e. texts) and (semi-)structured data (i.e. links between the texts). 
Our goal is to cover the cases where the structured part of the data does not directly 
provide the structure for the target ontology. For example, the source code in the 
GATE case study contains several different kinds of structure. However, this does not 
mean that adopting any of these kinds of structure alone will yield an appropriate 
target ontology. On the other hand, we do not cover the Dassault case study in full as 
this would not make much sense. The transitioning process in the Dassault case study 
is tailored to the specifics of transitioning relational databases and the structure of the 
final ontology highly reflects the structure of the source database itself. Similarly, we 
do not cover the Amazon case study because the corresponding WSDL files contain a 
lot of structure which is directly exploitable. So, our objective is to cover the cases 
where the target structure is not obvious and yet needs to be discovered. 

The process in which this latent structure is discovered requires the user to input the 
requirements for the task at hand. Expressing the requirements is done in an abstract 
way so that it can cover a wide range of cases. In LATINO, the user is able to set 
parameters which influence the ontology learning phase (e.g. in OntoGen). Setting 
these parameters is not a trivial task as it is often not clear how a different setting will 
affect the ontology learning process. To help the user, we developed OntoSight, a tool 
that is the main part of D2.2.2 and is discussed in this report.  

OntoSight complements LATINO with a graphical user interface that enables the user 
to create – through interaction and visualization – a task-tailored domain ontology. As 
such, it is a relevant part of the TAO WP2 methodology. 

2.3 Relation to Other Workpackages 

OntoSight is not directly dependent on any other workpackage in the sense that it is a 
stand-alone application based on the work being done in WP2. However, we can draw 
relations to other workpackages from three different perspectives: (i) by putting 
OntoSight into the role of a tool, (ii) into the role of a methodology, or (iii) into the 
role of a pre-processing step. 

As a tool, OntoSight is related to the case studies, especially the GATE case study 
(WP6), the Dassault case study (WP7), and the newly introduced VideoLectures case 
study. The Dassault and VideoLectures case studies are discussed in Sections 4.3 and 
4.2, respectively. The GATE case study, on the other hand, is discussed in D2.2.1 [1].  

As a part of a methodology, OntoSight has a place in the bootstrapping methodology 
workpackage (WP1). However, it is not expected to be tightly integrated into TAO 
Suite and is therefore not closely related to the integration workpackage (WP5). 

In the role of a pre-processing step, OntoSight is used to prepare data for an ontology 
learning tool such as OntoGen or (eventually) LATINO. The outcome of the ontology 
learning tool can then be consumed by the ontology refinement tools developed in the 
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content augmentation workpackage (WP3). The pipeline, in which OntoSight, 
OntoGen, and the ontology refinement tools are consecutive stages, results in a 
domain ontology in the end. This ontology can be employed as a basis for content 
augmentation; hence another indirect relation to WP3.  

  

3 OntoSight 

OntoSight is an application that complements LATINO with a user-friendly graphical 
interface. It enables the user to visualize the LATINO’s intermediate data layer (i.e. a 
document network) and to create – through visualization and interaction – a semantic 
space suitable for the task at hand.  

LATINO “communicates” with OntoSight through data files. After the document 
network is created in LATINO, it can be stored as a data file by calling the LATINO’s 
WriteDocNet function. The resulting file can be opened by OntoSight.  

3.1 Visualization of the Intermediate Data Layer 

OntoSight visualizes the imported document network as a set of networks (one 
network for each type of relations between instances). Figure 1 gives an example of 
how a network is visualized in OntoSight. The interconnected vertices are placed 
closer together than the disconnected ones and the vertices are distributed more-or-
less equally over the canvas.  

The thickness of the edges reflects their weights. Thin edges have a weight that is 
within one standard deviation from the mean. Semi-thick edges have a weight that is 
within two standard deviations from the mean. Thick edges have a weight that is more 
than two standard deviations from the mean. 

The user can use one of two different tools for browsing a visualized network. The 
first tool is the so called sniper tool which allows the user to get more information 
about a particular vertex or a particular edge. If a vertex is selected, its name and the 
names of all its immediate neighbours will be displayed. In addition, the weights on 
the edges between the vertex and the neighbour vertices are displayed (Figure 1, top 
left corner). On the other hand, if an edge is selected, the names of the two end 
vertices will be displayed together with the weight assigned to that edge (Figure 1, 
bottom right corner).  

The second tool is the so called context tool. In enables the user to inspect a wider 
area of the visualized network. As the user selects an area, the names of all the 
vertices in that area are displayed in a sidebar. The user can widen the area or narrow 
it down by using the mouse wheel. 

The placement of the network vertices is done by using the Fruchterman-Reingold 
force-based graph layout algorithm [2]. The common property of force-based layout 
algorithms is that attractive and repulsive forces are defined between vertices. The 
most straightforward method is to assign forces as if the edges were springs (acting in 
accordance with the Hooke’s law [4]). In such setting these springs can be stretched, 
compressed, or in their equilibrium state. The stretched springs pull the two end 
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vertices closer together while the compressed springs push them apart. This gives us 
an optimization problem where the overall energy of the system – defined as the sum 
of energies of the springs – needs to be minimized. Figure 2 illustrates this process 
and gives some concrete equations from physics. The algorithm we employ, however, 
does not embed springs between vertices but rather works with forces similar to the 
ones defined by the Coulomb’s law [3]. 

 
Figure 1: Visualization of a network. Specifically, this is the comment-reference network from the 
GATE case study. In this figure, the sniper tool is used to get more information about a particular 
vertex (i.e. FSMInstance in the top left corner) and about a particular edge (i.e. the one between 
IREngine and IndexManager in the bottom right corner). 

 
Figure 2: The basic idea behind the force-based graph layout algorithms. 
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3.2 Semantic Spaces  

A semantic space is in fact a high-dimensional feature space in which feature vectors 
are represented as points. It is possible to measure the distance between each two 
feature vectors. However, rather than measuring the Euclidean distance, it is many 
times more convenient to measure the cosine similarity because it has a couple of 
advantages over the former: it is always between (and including) 0 and 1, and is 
believed to be a more “semantic” measure as it acts as if the semantic categories, 
defined by the data, would lie on the surface of a hyper-sphere with the centre at the 
origin of the space rather than being scattered all over the space. It is used in text 
mining when dealing with TF-IDF vectors. We adopt it for the purpose of the 
semantic space visualization. 

To visualize a semantic space, we need to project feature vectors onto a 2-dimensional 
canvas so that the distances between the points reflect the cosine similarities between 
the corresponding feature vectors. If two vectors are very similar to each other, they 
should be rendered as two planar points being close together. On the other hand, if 
two vectors are very dissimilar, they should be rendered far apart. It is not possible to 
compute this projection so that the distances fully correlate with the corresponding 
cosine similarities – we need to settle for an approximation.  

To compute the projection of high-dimensional feature vectors onto a planar canvas 
or, in other words, to compute a planar layout of the feature vectors, we pipeline 
several methods from different fields of math and computer science. We first perform 
the clustering of the feature vectors to obtain several smaller, more manageable 
segments of the feature space. We then select several “representative” instances – the 
medoids2 of the obtained clusters among others – and compute their layout by 
employing a computationally expensive technique called stress majorization. Luckily 
the number of the representative instances is much smaller than the number of feature 
vectors. After the representative instances are positioned in 2-D, we construct a 
system of linear equations and solve it in the least-squares sense. The solver we 
employ is optimized for large sparse systems, which is exactly the property of our 
system of equations. The solution gives us the projection of all the feature vectors 
onto a planar canvas. In order to construct the system of equations we need to 
compute the k nearest neighbours of each instance (i.e. feature vector). This is the 
most time consuming step in the entire process therefore we employ a variant of an 
approximate k-NN algorithm that exploits the fact that we have already segmented the 
space with the k-means clustering algorithm. In the following sections we explain 
each of these steps; the entire pipeline is illustrated in Figure 3. 

We mostly follow the work of Sorkine and Cohen-Or (2004) [6] and Paulovich et al. 
(2006) [7]. However, we concretize the missing pieces (i.e. the k-NN algorithm and 
the positioning of the representative instances) and introduce changes that make the 
process more suitable to our needs. These changes are emphasized in the 
corresponding sections. 

                                                

2 A medoid is the instance closest to the cluster’s center (the cluster’s center is also termed centroid). 
See http://en.wikipedia.org/wiki/Medoid and http://en.wikipedia.org/wiki/Centroid . 
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Figure 3: The semantic space visualization pipeline. 

3.2.1 Clustering: Segmenting the Semantic Space 

To segment the semantic space, we employ the k-means clustering [5]. We choose the 
number of clusters to be Nk 2log=  which guarantees that the most time consuming 

step (i.e. forming neighborhoods) will fall below )O( 2N  in its time complexity (see 
Section 3.2.3 to understand how this is achieved).  

The time complexity of this algorithm is )O(IkN  where I is the number of iterations, 
k is the number of clusters (i.e. means), and N is the number of instances. In our case 
the time complexity resolves to )logO()logO( 22 NNNIN = . 

3.2.2 Stress Majorization 

In the final step of the pipeline, the least-squares solver interpolates between 
coordinates of several control points (corresponding to representative instances) with 
known locations in order to determine planar locations of all the instances. Thus we 
need to select several representative instances and compute their planar locations. In 
the work we follow [7] it is suggested to take the medoids of the clusters as the 
representative instances. The authors adopted this choice from [6] where the least-
squares meshes are discussed. The least-squares meshes are intended to be visually 
smooth – it is preferable that the points are equally distributed across the space or the 
plane. Cluster medoids tend to be on a maximum distance one from another (i.e. 
cosine similarity between two medoids tends to be zero). Medoid-based control points 
thus describe merely the orientation of the space rather than its form. With respect to 
this intuition we randomly select c points from each cluster and add them to the 
medoids to obtain the set of representative instances which we believe is more 
suitable for our application.  

Once we have selected the representative instances, we need to project them onto a 
plane to obtain control points for the interpolation. Several methods are at hand for 
this task and since the number of representative instances is relatively low 
( Nc 2log)1( + , to be exact), we can even use computationally more expensive 
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methods. At first we used Kamada-Kawai force-based layout algorithm [8] but were 
unsatisfied with its tendencies to oscillate during the optimization process. We 
therefore resorted to the stress majorization method which monotonically decreases 
the stress function in each iteration [9].  

( )� <

- --=
ji ijjiij dXXdX

22)stress(   (1) 

The stress function is given in Eq. (1) and reflects the quality of the layout – the lower 
the stress the better the layout. In the equation, 2´MX  is a layout of M 2-dimensional 

points, ji XX -  is the Euclidean distance between points i and j, and ijd  is the 

optimal [Euclidean] distance between points i and j (in our case, this equals to 1 
minus the cosine similarity between the two instances represented by i and j). The 
stress is guaranteed to decrease every time any point is repositioned with accordance 
to Eq. (2).  
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The layout algorithm based on the two equations is straightforward and is detailed in 
Pseudocode 1. Note that the lines 6 and 7 require an inner loop that goes through all 
the vertices in order to update the coordinates and the stress value. 

Input : dij (cosine similarities between instances subtracted from 1), max_steps 
(maximum number of iterations), min_diff (minimum required stress difference to 
proceed with the next iteration) 

Output : xi, yi (coordinates of the points) 

1 assign random initial positions to the points; each point represents the planar 
projection of an instance 

2 old_stress = infinity 
3 for  step = 0 to max_steps 
4  stress = 0 
5  for  each vertex vi 
6   update xi and yi according to Eq. (2)  

7  ( )� <

- --+=
ji ijjiij dXXdstressstress

22 , where ),( kkk yxX =  

8  end for 
9  stress_diff = old_stress – stress 
10  if  stress_diff is less than min_diff then 
11   exit the loop, i.e. end the algorithm 
12  end if 
13  old_stress = stress 
14 end for 

Pseudocode 1: The stress majorization algorithm. 
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The time complexity of the stress majorization algorithm is )O( 2M  where M is the 

number of vectors we need to project. In our case this resolves to )O(log2
2 N . 

3.2.3 Approximate k-NN Algorithm 

In order to construct the system of equations, we need to compute k nearest 
neighbours of each instance. This is the most time consuming step in the entire 
pipeline. Normally, k-NN would compute such neighbourhoods in )O( 2N . Here we 
employ a simple algorithm that exploits the fact that we have already performed the 
clustering and that the neighbourhoods do not need to be entirely accurate.  

Although neighbourhoods do not need to be entirely accurate, they need to satisfy 
these two criteria: 

1. They need to be a good approximation of the real neighbourhoods. 
2. If the real neighbourhood of an instance is such that it also includes instances 

from clusters other than the one owning the instance, so should the 
approximate neighbourhood. This property is important to ensure that the 
subsystem of linear equations, defined by a particular cluster, will overlap 
with a subsystem defined by another cluster. If this condition is not satisfied, 
the visualized space will have a “hole” where the instances of the two clusters 
should meet. 

For this task we first arrange the instances into the data structure shown in Figure 4. 
We then run an approximate algorithm which works as defined by Pseudocode 2. 

 
Figure 4: The data structure used by the approximate k-NN algorithm. This simple example involves 3 
clusters of 19 instances altogether. Each list of instances I i,j is sorted descending according to the 
cosine similarity to the centroid of Ci. Instances in I i,j belong to Cj.  
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Input : p (persistence, i.e. the minimum number of instances from I i,j (i ¹  j) that are 
considered as neighbours of an instance belonging to Ci), instances arranged in a 
data structure presented in Figure 4 

Output : L i (N neighbourhoods; one for each instance)  

1 for  each instance ai 
2 find the cluster Cj such that its centroid is more similar to ai than the centroid 

of any other cluster  
3 for  each instance bl in I j,j 
4  compute the cosine similarity between ai and bl 
5  if  the computed cosine similarity is greater than the lowest cosine 

similarity in the list of neighbours L i then 
6  add instance bl to the list L i 
7  if  the list exceeds the size of k items then 
8  remove the instance that is least similar to ai from the 

list 
9  end if 
10  end if 
11 end for 
12 for  each sorted list of instances I j,l, j ¹  l 
13  p¢ = p 
14  m = 1 
15  while p¢ is greater than 0 and m is less than or equal to the size of I j,l 

do 
16   let b be the m-th instance in I j,l  
17   compute the cosine similarity between ai and b 
18  if  the computed cosine similarity is greater than the lowest 

cosine similarity in the list of neighbours L i then 
19   add instance b to the list L i 
20   p¢ = p 
21   if  the list exceeds the size of k items then 
22  remove the instance that is least similar to ai 

from the list 
23   end if 
24    end if 
25    m = m + 1 
26    p¢ = p¢ – 1  
27  end while 
28 end for 
29 end for 

Pseudocode 2: Approximate k-NN algorithm. 

The time required to build the data structure in Figure 4 is ( )NMN 2logO  where M is 
the number of clusters3. In addition, the time complexity of the algorithm in 

Pseudocode 2 is approximately ��
�

�
��
�

�
�
�

�
�
�

� -+ kpMk
M
N

N 22 log)1(logO  where M is again 

the number of clusters and p is the persistence (persistence is the minimum number of 
                                                

3 Provided that the clusters were computed beforehand. 
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instances from I i,j (i ¹  j) that are considered as neighbours of an instance belonging to 
Ci; see Figure 4 and Pseudocode 2). Since NM 2log=  in our case and k and p are 

constants, the overall time complexity resolves to ��
�

�
��
�

�
+ NN

N
N

2
2

2

log
log

O . 

3.2.4 Positioning Non-control Points  

The final step in the pipeline is performed by a least-squares solver. To construct a 
system of linear equations, we need the planar coordinates of several control points 
(obtained by the stress majorization algorithm; see Section 3.2.2) and the k nearest 
neighbours of each instance (obtained by the approximate k-NN algorithm; see 
Section 3.2.3). The basic idea of how to use these data with a least-squares solver to 
compute the coordinates of the non-control points is taken from the work of Paulovich 
et al. (2006) [7] which is based on the work of Sorkine and Cohen-Or (2004) [6]. 
However, since the original method is employed to compute smooth surfaces on 3-
dimensional meshes, we introduce a slight modification which should, at least 
intuitively4, produce better results. The original idea is to perceive each point to be the 
centroid of its neighbours (Eq. (3)). We modify this equation so that the point is no 
longer the strict centroid of its neighbours but rather a linear combination [of the 
neighbours] in which the neighbour is weighted proportionally to its proximity to the 
point under consideration (Eq. (4)). In Eq. (3) and (4), Pi denotes a point, 

i
RP  denotes 

the set of its nearest neighbours (note that Pi is not its own nearest neighbour), and Sx, 
Sy denote the x and y coordinates of S, respectively. The weight 

i
w PS,  is the cosine 

similarity between the feature vectors of the instances corresponding to S and Pi. 

�
�
��

�
�= �� ÎÎ

ii
i

R yR xi R PP SS
P

SSP ,
||

1
 (3) 

�
�
��

�
�= ��� ÎÎ

Î
i

i
i

i

i
i

R yR x

R

i ww
w PP

P

S PSS PS

S PS

SSP ,,
,

,
1

 (4) 

Eq. (4) can be expressed as a system of sparse linear equations (shown in Eq. (5)) for 
which efficient approximate solvers are at hand. Matrix A is an N ´  N matrix in which 
each row represents Eq. (4) for a particular point. An element of matrix A is defined 
by Eq. (6). X is a vector of length N and contains pairs of coordinates (xi,yi) which 
represent the solution of the system, i.e. the coordinates of all the points. B is a vector 
of length N and contains values (0,0).  
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4 A further study is needed to prove or disprove the benefits of this modification in practice. 
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In addition to the constraints BAx =  which describe the neighbourhoods, we add 
constraints which incorporate the coordinates of the control points. With the stress 
majorization algorithm we have computed NcD 2log)1( +=  control points (see 
Section 3.2.2). Let the first D rows of matrix A correspond to the control points or, in 
other words, let points Pi (1 £ i £ D) represent the control points, and let W i 
(1 £ i £ D) be the corresponding actual control points’ coordinates computed by the 
stress majorization algorithm so that Pi = W i (1 £ i £ D). The constraints '' BxA =  
incorporate the latter into the system in Eq. (5). Matrix 'A  is a D ´  N matrix in which 
each row represents a particular control point. An element of matrix 'A  is defined by 
Eq. (7). 'B  is a vector of length D and contains the actual coordinates, i.e. W i.  

�
�
� =

=
otherwise0

1
' ,

ji
jiA , ii WB ='  (7) 

The system in Eq. (5) can be decomposed into two systems, one for each dimension 
of X, as shown in Eq. (8). This gives us a more typical scenario in which x, y, bx, by, 

xb' , and yb'  are vectors of numbers rather than vectors of points.  
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We solve each of the two typical systems in Eq. (8) by employing LSQR developed 
by Paige and Saunders (1982) [10] as it is freely available, suitable for our needs, and 
extremely fast and robust. The solution computed by LSQR is the set of planar points 
corresponding to the high-dimensional feature vectors. All that is left to do is to 
visualize them with our 2-D rendering engine. The user can the use either the sniper 
tool or the context tool to get a better notion of what is “going on” in a particular part 
of the semantic space. The use of the context tool is illustrated in Figure 5. 

3.3 Assessing a Semantic Space 

A semantic space, as already explained, is a high-dimensional feature space in which 
the similarity between two instances (i.e. feature vectors) can be computed. OntoSight 
visualizes a semantic space by projecting the high-dimensional vectors onto a 2-D 
canvas. It is important that the user knows how to “read” the visualizations to get a 
notion of the semantics represented by the space. 

In OntoSight, the user can create several different semantic spaces by assigning 
different weights to different types of data in the corresponding document network 
(see [1] for more details). Each semantic space represents a different view on the 
domain. The ontology learning process yields a different ontology for each of the 
semantic spaces (even within the same domain).  
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For the user it is not practical to try several settings (i.e. several different sets of 
weights) as this is a time-consuming process which also requires a spot of luck. The 
idea is to rather verify the setting before plunging into the ontology construction 
process. The setting can be verified by examining the semantic space (through 
visualization) and assessing the following two questions: 

1. Do instances that should belong to the same concept lie close together? 
2. Do “clouds” (i.e. dense groups) of instances that should belong to the same 

super-concept lie close together? 

If the answer to both questions is “yes” then the setting makes sense and a suitable 
ontology should be relatively easy to construct in a semi-automated manner. 
OntoGen, for instance, is expected to provide good recommendations in such case. On 
the other hand, if the answer is “no”, the guidance provided by the computer is not 
expected to be very useful. The user will need to compensate this with a lot of manual 
work. 

The first evaluated weight setting should be such that it only contains the most 
prospective type of data (intuitively). The user should then gradually add other types 
of data (always taking the next most prospective one), weighting them so that they 
improve the semantics of the space rather than corrupt it. This unfortunately still 
requires some experimenting, experience, and intuition. 

 
Figure 5: The visualization of a semantic space and the use of the context tool for exploring the space. 
The green criss-crosses are the instances; the landscape reflects the density of instances in a particular 
region of the space. A dense “cloud” of instances most likely represents a semantic concept. 
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In conclusion, the visualization of a semantic space helps the user determine whether 
the weight setting, used to create the semantic space, is prospective with respect to the 
task in mind. If the semantic space does not look promising, the user should readjust 
the weights, visualize the new semantic space, and assess its suitability again. This 
process should be repeated until the user is able to identify concepts and structure that 
make sense.  

3.4 Next Steps in the Development of OntoSight 

The development of OntoSight is still in progress. We plan to extend the user 
interface with convenience tools such as zooming-in, zooming-out, moving 
vertices/instances, and searching through vertices in networks and through instances 
in semantic spaces. 

Furthermore, we plan to incorporate a hierarchical clustering algorithm that will 
automatically induce a taxonomy with respect to a particular semantic space. 
OntoSight will visualize the taxonomy for the user to explore it.  

 

4 Progress on Case Studies 

In the second project year a substantial progress was made on the case studies, esp. 
the Dassault case study and the VideoLectures case study. The latter is a newly 
introduced case study which emerged from the actual need of the VideoLectures 
team. 

The Dassault and VideoLectures case studies are discussed in Sections 4.3 and 4.2, 
respectively. The GATE case study, on the other hand, was already discussed in 
D2.2.1 [1]. Although LATINO was employed in these case studies (we used the 
LATINO Web service in the GATE case study and the underlying LATINO software 
library in the other two case studies), OntoSight has not yet been used to tune the 
parameters. This is the main reason why the final results are not yet available; we plan 
to do the proper tuning of the experimental settings in the course of the evaluation 
task resulting in D2.3. 

4.2 VideoLectures Case Study 

The VideoLectures case study was introduced to TAO in the second project year. It 
emerged from the actual need of the VideoLectures team to categorize new video 
lectures into an existing taxonomy.  

Let us first clarify how this task falls into TAO WP2 which is about ontology 
learning. We see the overall ontology learning process as the pipeline of the following 
four steps: 

1.) Concept and hierarchy identification. 
2.) Relation induction. 
3.) Populating concepts with instances. 
4.) Axiom induction. 
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The problem that needs to be solved in the VideoLectures case study is in fact the 
third step in the ontology learning process where the concepts are the categories and 
the instances are the (new) video lectures that need to be categorized. 

VideoLectures (http://videolectures.net) is a Web-based service that provides free and 
open access of high quality video lectures presented by distinguished scholars and 
scientists at the most important and prominent events like conferences, summer 
schools, workshops, and science promotional events from many fields of science. The 
portal is aimed at promoting science, exchanging ideas, and fostering knowledge 
sharing by providing high quality didactic contents not only to a scientific community 
but also to a general public. All lectures, accompanying documents, information, and 
links are systematically selected and classified through the editorial process taking 
into account also users’ comments.5  

VideoLectures’ database is growing fast. In June 2007 there were 92 events, 1,266 
authors, 1,454 lectures, and 2,247 videos; in December 2007 there were 122 events, 
1,866 authors, 2,153 lectures, and 3,117 videos; at this time (February 2008) there are 
144 events, 2,290 authors, 2,664 lectures, and 3,767 videos. This means that there are 
roughly 200 videos added each month and the need to categorize them in a semi-
automated fashion is more than obvious. The VideoLectures taxonomy consists of 
roughly 200 categories (Architecture, Business, Arts, Biology, Chemistry, Computers, 
etc.) and is still growing.  

For the experiments, we were given the set of lectures (some of them were already 
manually categorized, many were not yet categorized). Each lecture is described with 
its title and the name of the author; roughly half of the lectures have an abstract as 
well. We were also given the taxonomy which is simply a tree of categories (a 
category is described with one single textual string, e.g. “Arts”) interconnected with 
the subsumption relation (i.e. “is-a”, e.g. Data Mining is-a Computer Science).  

We decided to exclude the non-English lectures from the study. Note also that the 
ratio between the lectures without an abstract and the lectures with an abstract is 
approximately half-half because this is an important fact for the interpretation of the 
preliminary results.  

In the preliminary setting we first grounded the categories with the documents from 
the Web by querying the Google search engine, query being the name of the category 
being grounded (the topmost left-to-right arrow in Figure 6). Once all the categories 
were grounded, we trained a classifier, classes being the categories, and instances 
being the TF-IDF vectors of the documents with which the categories were grounded 
(denoted with “Tr” in Figure 6). We then classified the lectures that were already 
categorized manually (denoted with “Cl” in Figure 6). This enabled us to measure the 
classification (i.e. categorization) accuracy.   

The output of the classifier is in fact a sorted list of potential categories rather than 
just one predicted category. The list is sorted according to the scores assigned to the 
categories by the classifier. It can be seen as a list of suggestions for the editor that 
needs to categorize a new lecture. We measured the percentage of cases in which the 

                                                

5 Taken from http://videolectures.net/site/about/ . 
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correct category was in the top 1, 2, 3, 5, and 10 recommendations in the sorted list 
(termed “Accuracy TOP N” in Table 1).  

 
Figure 6: The architecture of the preliminary VideoLectures categorizer. 

We varied the search engine (either the standard Google search engine or the 
Google’s definition searching capabilities6), the classifier (either the centroid 
classifier or the k-NN classifier7), and whether to put the search term (i.e. the category 
name) into quotes when querying the search engine or not. The results are 
summarized in Table 1. 

Table 1: The preliminary categorization results. 

                                                

6 In the case of the Google search engine, we considered the titles and snippets of the first 30 search 
results. In the case of the Google definitions, we considered all the definitions returned by the search 
engine. 
7 Please see [11] for more details on these two classifiers. In the case of k-NN, k was set dynamically to 
include all the neighbours that yield the cosine similarity to the instance in question of at least 0.06.  
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From these results we can conclude that it is best to use the centroid classifier – not 
only is it more accurate, it is also faster – with the standard Google search engine. The 
queries should be passed to the search engine without putting them into quotes. The 
accuracy is around 44 % on top 1 and climbs over 50 % already on top 2 (i.e. 
considering the first two recommendations). These results are good because only half 
of the lectures being categorized in this experiment have abstracts. The other lectures 
are being categorized with respect to their titles alone which is insufficient 
information for an accurate categorization. Even so, the accuracy climbs up to 70 % 
on the top 10 recommended categories, which is recognized as a very good result by 
the VideoLectures team. 

As part of the future activities on this case study we plan to incorporate the structured 
data that is available in addition to the unstructured textual data. The fact is that 
almost every lecture belongs to an event (such as a particular conference or a meeting) 
and so we could establish links between lectures that belong to the same event. In 
addition we could exploit the “people who watched this lecture also watched–” 
relationships that are available in the context of the VideoLectures’ collaborative 
filtering module.  

We also plan to incorporate abstracts from the manually classified lectures instead / in 
addition to the search engine results when grounding the taxonomy. We are also 
considering of trying out an SVM8-based classifier instead of the simple ones that are 
currently employed. In the end we plan to develop a VideoLectures plug-in which will 
aid the editor in the categorization task. 

4.3 Dassault Case Study 

In terms of transitioning applications to ontologies, a relational database is often a 
very important if not the main corporate asset to be transitioned. Ideally, a relational 
database would describe all the relations between the tables in the corresponding 
schema. In the real world, however, these relations are often implicit and taken into 
account yet at the application level. For example, an application would store the 
user’s input into two different tables yet the corresponding database schema would 
not reveal the fact that the first table is actually referencing the other. It would be 
possible to detect the reference yet when exploring the data and discovering (in one of 
the two tables) the column that serves as an index into the other table. These kind of 
implicit relations are called inclusion dependencies; they play a crucial role in 
information integration.  

In the Dassault case study the task of the TAO methodology is to transition a (legacy) 
relational database into an ontology. For this purpose they have developed a tool 
called RDBToOnto [13]. To ensure that the target ontology will capture all the 
relational aspects of the source data, the inclusion dependencies between the tables 
should be made explicit either manually or (semi-)automatically. RDBToOnto 
converts inclusion dependencies into object properties (i.e. relations between 
concepts) in the final ontology. At present, the support for inclusion dependency 

                                                

8 SVM stands for Support Vector Machine; it is a state-of-the-art classification technique. See 
http://en.wikipedia.org/wiki/Support_vector_machines for more details. 
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detection is manual – a specific editor can be used to define the dependencies as 
shown in the mock-up in Figure 7. 

 
Figure 7: Defining inclusion dependencies manually in RDBToOnto (a mock-up). 

We believe that LATINO and OntoGen can be employed to identify inclusion 
dependencies in a semi-automated fashion. The discovered inclusion dependencies 
can then be refined in an editor (if needed) and taken into account in addition to the 
database schema when constructing the final ontology. 

For the experiments, we were given a subset of the Dassault database. For the first cut 
we decided to ignore the non-textual and empty columns. Following the TAO WP2 
methodology (see Section 1), we decided to treat each column as an instance, and to 
form a document by simply concatenating all the values in the corresponding column. 
We decided to interlink the instances with the following relations: 

·  Cosine similarity between documents. This is an obvious choice in a LATINO 
setting whenever textual documents are attached to instances.  

·  Similarity between sets of values. We interpret a column as being the set of its 
values (i.e. entries). It is then possible to compare two sets of values and 
consequently establish a relation between the two corresponding columns. 
There are several set similarity measures at hand. We employ the Jaccard 
measure (defined by Eq. (9)) and an alternative measure (Eq. (10)) which we 
defined intuitively for our purpose. 

||/||),sim( BABABA ÈÇ=  (9) 

|}||,min{|/||),(sim' BABABA Ç=  (10) 

·  Normalized edit distance between column names. Apart from exploring the 
data to draw similarities between columns, we also compare the column 
names. We employ the normalized edit distance (a.k.a. the normalized 
Levenshtein distance) [12] for this purpose. The intuition behind this is that 
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the columns that have similar names, although being in different tables, might 
contain redundant information.  

Figure 8 shows the column-column similarities according to the cosine similarity 
measure between the documents assigned to instances (i.e. columns). On the right-
hand side, two columns, namely Task_Id.TID_task_owner  and task_ingre -
dients_consumable.ING_nato_vendor_code , are shown in detail. We can see that 
the entries “F6117” and “198” are present in both columns. The cosine similarity is 
consequently very high (0.99). This alerts us to inspect these two tables for inclusion 
dependencies.  

 
Figure 8: The column-column similarities according to the cosine similarity. 

We hypothesize that a linear combination of the similarity measures would be the 
most successful measure (among the listed measures) for detecting inclusion 
dependencies if the weights in the linear combination are set properly. This is where 
OntoSight (see Section 3) could play its role but we decided to develop a dedicated 
GUI9 for this particular problem as running OntoSight would be overkill.  

The next step is therefore to develop a GUI that will enable the user to set the weights 
in the linear combination by moving the sliders. The column-column pairs will be re-
ranked each time the user moves a slider. Once the user determines a suitable position 
of the sliders (i.e. a suitable linear combination), such setting has a good potential of 
being successful on other databases as well. Readjustment, however, may be needed 
according to how the database was designed and maintained. 

 

                                                

9 GUI stands for Graphical User Interface and is a type of interface which allows people to interact 
with a computer. See http://en.wikipedia.org/wiki/Graphical_user_interface for more information. 
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5 Future Work 

In the third project year, the emphasis will be on the evaluation of the TAO WP2 
methodology. We will try to prove that TAO WP2 methodology is superior to the 
traditional text mining techniques. The evaluation will be performed in the context of 
the case studies where golden standards (i.e. manually provided solutions) exist. In 
the GATE case study, a golden standard ontology is available; in the VideoLectures 
case study, manually classified lectures are available; in the Dassault case study, 
manually defined inclusion dependencies are available. With a golden standard 
available, we will try to show that the TAO WP2 methodology is able to re-create the 
golden standard more accurately than the traditional text mining techniques. 

In addition to the evaluation, we will continue the development of the software 
prototypes, namely LATINO, OntoGen, and OntoSight. We plan to extend LATINO 
with several ontology learning algorithms currently employed in OntoGen. OntoGen 
is to be extended with relation learning capabilities. OntoSight will be improved in 
terms of its user interface, as well as in terms of its functionality and speed. We plan 
to extend the user interface with convenience tools such as zooming-in, zooming-out, 
moving vertices/instances, and searching through networks and semantic spaces. 
Furthermore, we plan to incorporate a hierarchical clustering algorithm that will 
automatically induce a taxonomy with respect to a particular semantic space. 
OntoSight will visualize the taxonomy for the user to explore it. 

In the context of the VideoLectures case study, we plan to make use of the structured 
data that is available in addition to the unstructured textual data. There are two kinds 
of structured data available. Firstly, lectures are interlinked if they belong to the same 
event and, secondly, if they were watched by the same person. We also plan to 
develop a VideoLectures plug-in which will aid the editor in the categorization task. 

Regarding the Dassault case study, the next step is to develop a dedicated GUI that 
will help the user detect inclusion dependencies in a database. As already explained, 
we believe that a linear combination of several database column similarity measures 
would be a successful inclusion dependency predictor. The GUI will enable the user 
to determine (through interaction) a suitable linear combination for the database at 
hand. 

Last but not least, a substantial effort will be invested into open-sourcing the 
developed software prototypes. 
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Appendix A: LATINO Reference Manual (Updated) 

LATINO (Link-analysis and text-mining toolbox) is a reference implementation of 
the ontology-learning techniques presented in D2.2.1 [1]. In this document we provide 
the reference manual of the LATINO Web-service interface.  

LATINO is partly based on Text Garden [14] and partly developed from scratch in 
.NET. It is expected to change and grow in the course of TAO thus this reference 
manual will be constantly updated. This implementation provides functions for 
working with the intermediate data layer, functions for basic graph/network 
operations, functions for generating feature vectors, and functions for generating 
OntoGen [15] and Pajek [16] input files. In this document we describe each of the 
available functions in terms of its purpose, parameters, and return value. 
 
 
1. Intermediate data layer management 

int CreateNewDocumentNetwork() 
Creates a new document network (i.e. intermediate data layer) 
Parameters: 

None. 
Return value: 

non-negative integer: The id of the newly created document network. 
 
 
1.1 Working with instances 

int AddInstance(int docNetId, string name, string docTxt) 
Adds a new instance into the intermediate data layer. 
Parameters: 
 docNetId: The document network. 

name: The name of the new instance. 
docTxt: The textual document associated with the new instance. 

Return value: 
non-negative integer: The id of the newly added instance. 
–1: The specified document network cannot be found. 
–2: Invalid parameter value (name is null or docTxt is null). 
–3: The instance with the same name already exists. 

 
int GetInstanceId(int docNetId, string name) 
Returns the id of the instance specified by the name. 
Parameters: 
 docNetId: The document network. 

name: The name of the instance. 
Return value: 

non-negative integer: The instance id. 
–1: The specified document network does not exist. 
–2: Invalid parameter value (name is null). 
–3: The instance does not exist. 
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int GetInstanceCount(int docNetId) 
Returns the number of instances currently in the intermediate data layer. Together 
with GetInstanceName this function can be used to traverse the list of instances. 
Note that the index of an instance in the list corresponds to the id of that instance. 
Parameters: 
 docNetId: The document network. 
Return value: 

non-negative integer: The number of instances currently in the intermediate 
data layer. 
–1: The specified document network does not exist. 

 
int SetDocumentText(int DocNetId, int instId, string docTxt) 
Assigns a textual document to the specified instance. 
Parameters: 
 docNetId: The document network. 

instId: The id of the target instance. This id can be obtained by calling 
GetInstanceId. 
docTxt: The textual document to append to the instance. 

Return value: 
0: Success. 
–1: The specified document network does not exist. 
–2: Invalid parameter value (docTxt is null) 
–3: The instance does not exist. 

 
string GetDocumentText(int docNetId, int instId) 
Returns the textual document belonging to the specified instance. 
Parameters: 
 docNetId: The document network. 

instId: The id of the instance. This id can be obtained by calling 
GetInstanceId. 

Return value: 
non-null: The document assigned to the specified instance. 
null: An error occurred (call GetLastExceptionCode to get more 
information). 

 
string GetInstanceName(int docNetId, int instId) 
Returns the name of the specified instance. 
Parameters: 
 docNetId: The document network. 

instId: The id of the instance. This id can be obtained by calling 
GetInstanceId. 

Return value: 
non-null: The name of the instance. 
null: An error occurred (call GetLastExceptionCode to get more 
information). 
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1.2 Working with relations 

In Sections 3.2.1–3.2.4 of D2.2.1 [1] we presented several graphs of structural 
information. These graphs were all extracted from the same data source. In LATINO, 
such set of graphs is represented with one single graph that has semantic meanings 
assigned to its arcs (or edges). These semantic meanings are called “relations”.  

int RegisterRelation(int docNetId, string name) 
Registers a new relation with the specified name. 
Parameters: 
 docNetId: The document network. 

name: The name of the relation. 
Return value: 

positive integer: The relation was added – the returned value is the relation id. 
–1: The specified document network does not exist. 
–2: Invalid parameter value (name is null or the relation with the same name 
already exists). 

 
int GetRelationId(int docNetId, string name) 
Returns the identifier of the specified relation. 
Parameters: 
 docNetId: The document network. 

name: The name of the relation. 
Return value: 

positive integer: The relation identifier. 
–1: The specified document network does not exist. 
–2: Invalid parameter value (name is null) 
–3: The relation does not exist. 

 
int GetRelationCount(int docNetId) 
Returns the number of currently registered relations. 
Parameters: 
 docNetId: The document network. 
Return value: 

non-negative integer: The number of registered relations. 
–1: The specified document network does not exist. 

 
string GetRelationName(int docNetId, int relId) 
Returns the name of the specified relation. 
Parameters: 
 docNetId: The document network. 

relId: The identifier of the relation. 
Return value: 

non-null: The name of the relation. 
null: An error occurred (call GetLastExceptionCode to get more 
information). 
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1.3 Working with arcs 

int AddArc (int docNetId, int relId, int instId1, int instId2, double weight) 
Adds a new arc to which the specified relation is assigned, between the two specified 
instances, and with the specified weight. 
Parameters: 
 docNetId: The document network. 

relId: The relation assigned to the arc. 
instId1: The identifier of the source instance. 
instId2: The identifier of the target instance. 
weight: The weight assigned to the arc. 

Return value: 
0: The arc was added successfully. 
1: The arc already existed. The specified weight was added to the weight of 
the existing arc. 
–1: The specified document network does not exist. 
–2: Either the relation or (one of) the two instances does/do not exist. 
–3: Invalid parameter value (weight is less than or equal to 0). 

 
int IsArc(int docNetId, int relId, int instId1, int instId2) 
Checks if the specified arc exists. 
Parameters: 
 docNetId: The document network. 

relId: The relation assigned to the arc. 
instId1: The identifier of the source instance. 
instId2: The identifier of the target instance. 

Return value: 
0: The arc exists. 
–1: The specified document network does not exist. 
–2: The arc does not exist. 

 
int SetArcWeight(int docNetId, int relId, int instId1, int instId2, double weight) 
Assigns a new weight to the specified arc. 
Parameters: 
 docNetId: The document network. 

relId: The relation assigned to the arc. 
instId1: The identifier of the source instance. 
instId2: The identifier of the target instance. 
weight: The weight to be assigned to the specified arc. 

Return value: 
0: The weight was updated successfully. 
–1: The specified document network does not exist. 
–2: The specified arc does not exist. 
–3: Invalid parameter value (weight is less than or equal to 0). 

 
double GetArcWeight(int docNetId, int relId, int instId1, int instId2) 
Returns the weight associated with the specified arc. 
Parameters: 
 docNetId: The document network. 
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relId: The relation assigned to the arc. 
instId1: The identifier of the source instance. 
instId2: The identifier of the target instance. 

Return value: 
valid double: The weight associated with the specified arc. 
NaN: An error occurred (call GetLastExceptionCode to get more 
information). 

 
 
2. Algorithms 

int ConvertArcsToEdges(int docNetId, int relId) 
Converts the arcs, defined by the relation, into edges. If two vertices are linked both 
ways (i.e. with two arcs), the corresponding weights are summed to get the weight of 
the edge between the two vertices. 
Parameters: 
 docNetId: The document network. 

relId: The id of the relation defining the arcs to be converted to edges. 
Return value: 

0: The arcs were successfully converted to edges.  
–1: The specified document network does not exist. 
–2: The specified relation does not exist. 

 
int MergeRelations(int docNetId, int[] relIds, string newRelName) 
Merges several relations, specified by the set of relations ids, into a new relation. The 
weights of the overlapping arcs are summed to get the weight of the new arc. 
Parameters: 
 docNetId: The document network. 

relIds: The set of relations. These relations are merged into a new relation. 
newRelName: The name of the new relation. 

Return value: 
non-negative integer: The relations were successfully merged. The returned 
value is the ID of the newly added relation. 
–1: The specified document network does not exist. 
–2: The specified set of relations is either null or empty. 
–3: One or more of the specified relations does/do not exist in the specified 
network. 
–4: Invalid parameter value (newRelName is null or the relation with the same 
name already exists). 

 
int AddDocSimRelations(int docNetId, double thresh, string docSimRelName) 
Adds arcs reflecting cosine similarities between the attached documents. 
Parameters: 
 docNetId: The document network. 

thresh: The cosine similarity threshold. If the cosine similarity between two 
vertices (their attached documents, to be precise) is below the threshold, the 
document-similarity arc is not established between the two vertices. Otherwise 
a document-similarity arc is established and assigned a weight which is equal 
to the cosine similarity between the two corresponding documents. 
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docSimRelName: The name of the newly added document-similarity relation. 
Return value: 

non-negative integer: Document-similarity relation successfully added. The 
returned value is the ID of the newly added relation. 
–1: The specified document network does not exist. 
–2: docSimRelName is null or the relation with the same name already exists. 
–3: The threshold parameter is out of range. It should be greater than or equal 
to 0. 

 
 
3. Dynamic objects 

int DeleteObject(int objectId) 
Deletes the specified dynamic object. 
Parameters: 

objectId: The identifier of the object. 
Return value: 

0: The object was deleted. 
–1: The object was not found. 

 
int DeleteAllObjects() 
Deletes all objects belonging to the session. 
Parameters: 

None. 
Return value: 

0: The objects were deleted. 
 
 
3.1 Sparse matrix 

int GetNumNonEmptySparseMatrixRows(int sparseMatrixId) 
Returns the number of non-empty rows in the sparse matrix. 
Parameters: 

sparseMatrixId: The identifier of the matrix. 
Return value: 

non-negative integer: The number of non-empty rows in the sparse matrix. 
–1: The sparse matrix was not found. 

 
int GetSparseMatrixRowIndex(int sparseMatrixId, int nonEmptyRowSeqNum) 
Returns the index of the sparse matrix row which is specified by the sequential 
number. 
Parameters: 

sparseMatrixId: The identifier of the matrix. 
nonEmptyRowSeqNum: The sequential number of the non-empty row. 

Return value: 
non-negative integer: The index of the sparse matrix row which is specified by 
the sequential number. 
–1: The sparse matrix was not found. 
–2: The sequential number is out of bounds. 
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int GetSparseMatrixRow(int sparseMatrixId, int rowIdx) 
Returns the identifier of the returned sparse vector – the sparse vector represents the 
specified sparse matrix row. 
Parameters: 

sparseMatrixId: The identifier of the matrix. 
rowIdx: The index of the matrix row. 

Return value: 
non-negative integer: The identifier of the returned sparse vector – the sparse 
vector represents the specified sparse matrix row. 
–1: The sparse matrix was not found. 
–2: The specified sparse matrix row is empty, i.e. consists of zeros. 

 
 
3.2 Sparse vector 

int GetNumNonZeroSparseVectorElements(int sparseVectorId) 
Returns the number of non-zero elements in the sparse vector. 
Parameters: 

sparseVectorId: The identifier of the sparse vector. 
Return value: 

non-negative integer: The number of non-zero elements in the specified sparse 
vector.  
–1: The sparse vector was not found. 

 
int GetSparseVectorElementIndex(int sparseVectorId,  
int nonZeroElementSeqNum) 
Returns the index of the element specified by the sequential number. 
Parameters: 

sparseVectorId: The identifier of the sparse vector. 
Return value: 

non-negative integer: The index of the element specified by the sequential 
number. 
–1: The sparse vector was not found. 
–2: The sequential number is out of bounds. 

 
double GetSparseVectorElement(int sparseVectorId, int idx) 
Returns the specified sparse vector value. 
Parameters: 

sparseVectorId: The identifier of the sparse vector. 
idx: The index of the element to retrieve. 

Return value: 
valid double: The requested sparse vector value. 
NaN: An error occurred (call GetLastExceptionCode to get more 
information). 

 
int GetSparseVectorLastNonZeroElementIndex(int sparseVectorId) 
Returns the index of the last non-zero element in the sparse vector. 
Parameters: 
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sparseVectorId: The identifier of the sparse vector. 
Return value: 

non-negative integer: The index of the last non-zero element in the sparse 
vector. 
–1: The sparse vector was not found. 
–2: The specified sparse vector is empty. 

 
 
4. Input and output 

int WriteDocNetFile(int docNetId, string fileName) 
Saves the specified document network in the LATINO binary format.  
Parameters: 
 docNetId: The document network. 

fileName: The name of the binary file. The extension .DocNet is added 
automatically. 

Return value: 
0: The file was created successfully. 
–1: The specified document network does not exist. 
–2: The file name contains characters that are not allowed. Only A–Z, a–z, 0–
9, and _ are allowed. 

 
int WritePajekFile (int docNetId, int relId, string fileName) 
Saves the specified relation in the Pajek .Net format.  
Parameters: 
 docNetId: The document network. 
 relId: The id of the relation to write to a .Net file. 

fileName: The name of the binary file. The extension .Net is added 
automatically. 

Return value: 
0: The file was created successfully. 
–1: The specified document network does not exist. 
–2: The specified relation does not exist in the specified network. 
–3: The file name contains characters that are not allowed. Only A–Z, a–z, 0–
9, and _ are allowed. 

 
int WriteOntoGenFiles(int docNetId, int[] relIds, string fileName) 
Converts the network’s structural information, specified as a set of relations, into 
feature vectors and saves them into OntoGen bag-of-words files. LATINO performs 
the following steps for each relation in relIds: 

a.) converts arcs to edges (only if this was not already done with 
ConvertArcsToEdges), 

b.) normalizes the outlink weights at each vertex so that they sum up to 1 and 
multiplies them by the square root of the corresponding relation weight. 

It can be shown that when OntoGen computes the cosine similarity between two such 
feature vectors, it is as if OntoGen would first compute the cosine similarity for each 
relation separately and then compute the final similarity as the average of these 
similarities. 
Parameters: 
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 docNetId: The document network. 
relIds: The set of relations. These relations are taken into account for 
computing feature vectors. 
fileName: The name of the OntoGen files. The extensions .Bow and .BowW 
are added automatically. 

Return value: 
0: The file was created successfully. 
–1: The specified document network does not exist. 
–2: The specified set of relations is either null or empty. 
–3: One or more of the specified relations does/do not exist in the specified 
network. 
–4: The file name contains characters that are not allowed. Only A–Z, a–z, 0–
9, and _ are allowed. 

 
 
5. Debugging 

A LATINO function that returns an integer value, reports that something went wrong 
by returning a negative integer value. If the returned value is –100, this means that an 
exception occurred (i.e. something that we do not handle explicitly went wrong). In 
such case, the user should call GetLastException to get the corresponding exception 
message. Furthermore, a LATINO function that returns a double or a string value, 
reports an error by returning NaN (i.e. not-a-number) or null, respectively. The user 
should invoke GetLastExceptionCode to get more information about the error.  

string GetLastException() 
Returns the exception that occurred while invoking the last function. If the last 
function did not throw an exception, GetLastException returns null.  
Parameters: 

None. 
Return value: 

non-null: The exception that occurred while invoking the last function. 
null: The last function did not throw an exception. 

 
int GetLastExceptionCode() 
Returns the code of the exception that occurred while invoking the last function. If the 
last function did not throw an exception, GetLastExceptionCode returns 0. 
Parameters: 

None. 
Return value: 
 0: The last function did not throw an exception. 

–100: A non-LATINO exception occurred. Invoke GetLastException to get 
the corresponding message. 

 –101: The specified object was not found or is not of the expected type. 
 –102: The specified instance was not found. 
 –103: The specified relation was not found. 
 –104: The specified arc was not found. 
 


