TAO WP 2 VIDEO COMMENTARY
“Hi. My name is Miha Grčar from Knowledge Technologies Department at Jožef Stefan Institute. In this presentation I will talk about our work in the context of the European project TAO which stands for Transitioning Applications to Ontologies. In this project, we are responsible for Work Package 2.”
“Before plunging into details, let me quickly explain what Work Package 2 is about and what the newly introduced term ‘application mining’ stands for.”
“The goal of Work Package 2 is to facilitate the acquisition of domain ontologies from legacy applications by first identifying data sources that contain the required knowledge and then employing data mining techniques to aid the domain expert in building the ontology. Since the data sources can be quite arbitrary we introduce the term ‘application mining’ to emphasize that the knowledge is to be discovered in the data sources that accompany legacy applications.”

“The data sources are different from application to application. In one case we might be dealing with a regular Web service that can describe itself with WSDL, in another case we might be dealing with source code repositories, in yet another case we might be looking at a database, and so on. Due to this fact we introduce the intermediate data layer which is abstract enough so that most of the datasets can be converted into this representation by using case-specific data preprocessing adapters. This enables us to develop general ontology construction routines which extract knowledge from the intermediate data layer.”

“So – what does the intermediate data representation look like? In general, the data sources contain structured and unstructured data. Therefore, the intermediate data representation also contains these two components – structured data which is represented by networks and unstructured data which is represented by textual documents. Structured data is suitable for the application of link analysis while the unstructured data is suitable for the application of text mining. The intermediate data representation is actually a document network which is a set of interlinked documents.”

“The rest of this presentation is as follows. First we will show how a document network can be constructed from the data sources available in the context of the GATE case study. Then we will show how a document network can be transformed into a set of feature vectors which can then be used by various machine learning algorithms employed for ontology construction. Further on, we will talk about LATINO which stands for Link Analysis and Text Mining Toolbox. LATINO is the central software package in Work Package 2. In the end it will implement routines for building and manipulating document networks, several machine learning algorithms for ontology construction, and suitable data visualization tools. In this presentation, we will also present OntoGen, a system for semi-automatic data-driven ontology construction which can be pipelined with LATINO and provides an interactive graphical user interface. The presentation will conclude with a short discussion on the Dassault case study and some ideas for the future work.”
“We will now show how to construct a document network from the data sources available in the context of the GATE case study. Several structured and unstructured data sources are usually available in the context of a software library such as GATE. In this presentation, we will limit ourselves to the source code which also includes the reference manual as the reference manual is automatically constructed out of the source code comments using a documentation tool such as JavaDoc.”

“Let us first take a look at a typical (GATE) Java class. A class has its name, a set of fields, and a set of methods. Each field and each method has a name. The green text represents comments associated with the class, its fields, and its methods. We can see some other classes being mentioned in the comments. We call such references ‘comment references’. A class also references other classes in several other ways – we can see here inheritance and interface implementation references and type references.”

“To create a document network, we first create an instance which represents our class. We name it “DocumentFormat” after the class it represents. Then we create a textual document out of the comments and attach it to the instance. This is now our instance with the attached document. As mentioned before, the class references four other classes from its comments. We establish links between the class and the referenced classes. Furthermore, we can see an inheritance and an interface implementation reference. We establish additional links to reflect these references in the document network. Finally, we can see three type references. To be exact, these are only two different references of which MimeType is referenced twice. Again, we establish links to reflect these references in the document network. We can see that the links are of different kinds – depending on the type of the structural information they represent.”
“This is how a real document network looks like. This is the comment reference network of GATE classes. If we zoom-in to a particular part of it...”

“...we can see, for example, that the class GazetteerEvent references the class Gazetteer twice and that the class ConstraintGroup references the class PatternElement three times.”

“Once we have created a document network, we need to transform it into a set of feature vectors which can then be used by various machine learning algorithms employed for ontology construction. First, we need to convert the structural information into feature vectors. Each instance in the network results in one structural feature vector for each kind of network links. In this example we are looking at a sub-network defined by a certain kind of links. The link weights are ignored to simplify the example. Note that there are more than one way to create structural feature vectors – here we only present a very simple ad-hoc approach which we call ‘vectors of neighborhoods’. Let us concentrate on only one vertex. To describe this vertex with its neighborhood we first decide upon the neighborhood size d-max. In this case, we consider only the neighbors that are at most 2 steps away – that is – d-max equals 2. The importance of a particular neighbor for the description of the vertex is denoted by the following equation: 1 over 2 to the power of d. d stands for the geodesic distance between the neighbor and the vertex we are describing. This zero-point-five, for example, means that this vertex is one step away from the vertex we are describing. It is computed using the presented weighting formula as 1 over 2 to the power of 1 which is of course zero-point-five. In this manner we also compute the rest of the values to obtain a complete set of feature vectors.”
“Our instance is now described with feature vectors computed out of various sub-networks defined by different kinds of links, and with another feature vector which we compute out of the associated document by using standard text mining techniques – that is – removing stop words, detecting n-grams, stemming, and computing a normalized TF-IDF vector in the end. The next task is to join all the different structural feature vector into one single combined structural feature vector. To do this, we have 2 alternatives – we can either concatenate feature vectors or compute the sum of the feature vectors. Whatever the choice, at the end, we still need to concatenate the resulting structural feature vector and the content feature vector to obtain the final feature vector that represents the instance.”

“In the course of TAO, we are developing a software package called LATINO which stands for Link Analysis and Text Mining Toolbox. In the end LATINO will implement routines for building and manipulating document networks, several machine learning algorithms for ontology construction, and suitable data visualization tools. LATINO can be pipelined with OntoGen in which case LATINO provides data preprocessing techniques while OntoGen provides the graphical user interface. OntoGen is a system for semi-automatic data-driven ontology construction. It was developed in the European project SEKT and is freely available at the provided Web address.”

“In the following demo, we will use LATINO to extract feature vectors out of the GATE source code. We will then import these feature vectors into OntoGen to construct an ontology. Since the data preprocessing step performed by LATINO is not very visual, we will skip this part and start the demo by importing the resulting feature vectors into OntoGen.”

“This is how the main OntoGen window looks like. In the upper-left panel we see the hierarchy of concepts and in the right panel the ontology is visualized. These two views are synchronized. In the ontology visualization, the selected concept is marked red. The lower left panel shows properties of the selected concept. We can see and even set the concept name, and we can also see the keywords that explain the semantics of the concept. When we start OntoGen and load a dataset, the root concept is created. It contains all instances from the dataset. Now we can ask the system to suggest the first level of subconcepts. OntoGen performs k-means clustering on feature vectors contained within the selected concept to suggest subconcepts. We can add the suggested subconcepts to the ontology. Now we can select one of these three newly created concepts and compute subconcepts again to create another conceptual level in the ontology. To get an idea of how the ontology should be structured, we can visualize concepts. OntoGen shows all instances from the selected concept in a map-like visualization where instances that are similar one to another are positioned close together. We can explore this semantic space by using the inspection tool which gives us a set of keywords for each region of the space. With the inspection tool we can identify main concepts and decide upon how to further fine-grain them. OntoGen helps us to create a taxonomy of concepts which is the first step in ontology construction. The next step is to establish relations other than subsumption.”

“In TAO we deal with two case studies. One of them is the already mentioned GATE case study and the other one is the Dassault case study. In the Dassault case study the task of Work Package 2 is to build the domain ontology out of the maintenance task descriptions and the corresponding systems break-down hierarchies. The two most obvious sources of structured data are the ATA systems hierarchy and AMTOSS tasks hierarchy. The source of unstructured data – on the other hand – is the corpus of maintenance task descriptions. Having identified these data sources we can conclude that LATINO is also applicable to the Dassault case study.”
“We hope that LATINO will eventually become a recognized architecture for text mining and link analysis. We plan to build a user community through dissemination and promotion, put up a Web site, and provide training through lectures and tutorials. Most of all, we need applications. We need to apply LATINO in other European projects and outside the scope of European projects as well.

The next step is the implementation of a visualization tool similar to Document Atlas. Such tool is required for setting the weights and exploring the semantic space in real time. We also need to evaluate our methodology. This is not a trivial task and can be best approached either by employing LATINO to solve a specific problem or to perform a user study. Alternatively, we could employ LATINO for ontology construction and then compare the resulting ontology to a golden standard developed in Work Package 3. LATINO is yet in its early stage so further development is to be done. Check back again soon. A lot of progress is expected in the second project year.”
